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HANKEL GEOMETRY OF FINITE-MEMORY PREDICTORS

Abstract. Modern sequence models succeed by compressing long histories into finite internal
states, but there is still no general theory that measures how far a learned state is from the
canonical predictor generated by the full past. We propose a prediction-geometric framework
for causal sequence modeling. The central benchmark is the full-past Bayes predictor

m⋆
t := E[xt+1 | Ft],

which provides the canonical one-step predictor for any square-integrable stationary process.
For a finite-context predictor and for a learned state zt, we define context defect and state
defect as excess mean-square risk over the full-past benchmark. These defects admit exact geo-
metric identities as squared L2-distances between conditional expectations. In the Gaussian
linear regime this viewpoint recovers the classical Wiener–Kolmogorov framework. This gives
the first rigorous bridge from prediction geometry to a quantitative theory of context length
and state compression. We then import the explicit phase-series representation of the PACF
and derive phase-based and AR/MA-based context laws, including exponential and polynomial
short-memory regimes and an L−1 context law for FARIMA processes with long memory. Fi-
nally, on solvable structured state classes we prove matched two-sided state-dimension laws and
explicit memory-allocation principles across heterogeneous channels, and we show that these
laws persist under constant channel mixing up to sharp condition-number factors. We also
prove that the same context and state exponents survive under invertible frequency-dependent
finite-memory channel mixing, with only finite window shifts and additive state overheads.

1. Introduction

A central problem in sequence modeling is to represent the cumulative past by a finite internal
state that can be updated online and used for prediction. Several influential modern architectures
already move in this direction. HiPPO formulates online memory as optimal projection of the
history onto polynomial bases; S4 turns structured continuous-time state-space models into
efficient long-sequence architectures; Mamba introduces selective state spaces that adapt their
dynamics to the input; and KalmanNet shows that classical state-estimation structure can be
combined with learned modules in partially known dynamical systems. These developments
strongly suggest that memory, state, and causality should be treated as first-class mathematical
objects rather than as incidental features of a particular architecture.

At the same time, current theory still lacks a canonical language for asking whether a learned
hidden state is good as a summary of the past. Task loss alone does not answer this question.
A representation may achieve low empirical error while still mixing predictable structure with
innovation, or while failing to approximate the predictor induced by the whole past. Classical
prediction theory offers exactly the missing benchmark: the predictor obtained from the full in-
formation generated by the past, together with its finite-past analogues, past–future intersection
properties, and minimal-observation-length questions.

The aim of this paper is to translate these ideas into a language suitable for deep sequence
modeling. Our proposal is simple: a causal sequence model should be viewed as a finite-
dimensional compression of the past, and its quality should be measured relative to the full-past
Bayes predictor. This leads to three quantitative objects:

(i) context defect, (ii) state defect, (iii) innovation defect.
1
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The first measures the loss from restricting attention to a finite context window; the second
measures the loss from encoding the past in a finite state; and the third measures the failure to
separate predictable structure from innovation. The long-term objective is a prediction-theoretic
foundation for sequence models.

The present draft has two goals. First, it lays out the general geometric framework valid for
arbitrary square-integrable stationary processes. Second, it develops the scalar Gaussian/Hardy-
space reduction in enough detail that the principal analytic objects are completely explicit: outer
factor, innovation variance, finite predictor coefficients, PACF, and the exact relation between
context defect and finite-prediction error. This second part is the first genuinely technical step
toward the broader program.

2. General Setting and Main Definitions

Let (xt)t∈Z be a centered, square-integrable, stationary process with values in Rm, defined on
a probability space (Ω,A,P). For each time t, let

Ft := σ(xs : s ≤ t)

denote the sigma-algebra generated by the full past.

Definition 2.1 (Full-past Bayes predictor). The full-past Bayes predictor is

m⋆
t := E[xt+1 | Ft].

Definition 2.2 (Finite-context information set). For L ∈ N, define

F (L)
t := σ(xt−L+1, . . . , xt).

Definition 2.3 (Context defect). The context defect at window length L is

Ectx(L) := E
[
∥xt+1 − E[xt+1 | F (L)

t ]∥2
]
− E

[
∥xt+1 −m⋆

t ∥2
]
.

Now consider a causal representation zt ∈ Rd generated by a measurable update rule

zt+1 = Fθ(zt, xt).

Let
Gθ
t := σ(zt)

be the information carried by the state at time t.

Assumption 2.4 (Causality). For every t, the learned state zt is Ft-measurable. Equivalently,

Gθ
t ⊆ Ft.

Definition 2.5 (State defect). The state defect of a causal representation zt is

Estate(θ) := E
[
∥xt+1 − E[xt+1 | Gθ

t ]∥2
]
− E

[
∥xt+1 −m⋆

t ∥2
]
.

Definition 2.6 (Best d-state defect). Let Fd be a class of causal d-dimensional state models.
Define

E⋆
d := inf

θ∈Fd

Estate(θ).

Definition 2.7 (Innovation). The innovation relative to the full past is

ηt+1 := xt+1 −m⋆
t .

By construction,
E[ηt+1 | Ft] = 0.
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3. The First Exact Geometric Identity

Proposition 3.1 (Prediction-geometric identity). Let H ⊆ Ft be any sub-sigma-algebra. Then

E
[
∥xt+1 − E[xt+1 | H]∥2

]
− E

[
∥xt+1 −m⋆

t ∥2
]
= E

[
∥m⋆

t − E[xt+1 | H]∥2
]
.

In particular,

Ectx(L) = E
[
∥m⋆

t − E[xt+1 | F (L)
t ]∥2

]
,

and

Estate(θ) = E
[
∥m⋆

t − E[xt+1 | Gθ
t ]∥2

]
.

Proof. Since H ⊆ Ft, the tower property gives

E[xt+1 | H] = E[m⋆
t | H].

Hence

xt+1 − E[xt+1 | H] = (xt+1 −m⋆
t ) + (m⋆

t − E[xt+1 | H]).

The first term has zero conditional expectation given Ft, hence also given H, while the second
term is H-measurable. Therefore the two terms are orthogonal in L2. Taking squared norms
and expectations yields the claim. □

Remark 3.2. Proposition 3.1 says that excess prediction risk is exactly a squared L2-distance
between the full-past predictor and the predictor recoverable from the reduced information set.
This is the basic geometric fact behind the entire paper.

4. Gaussian Linear Reduction and a First Context-Length Law

In this section we specialize to the scalar Gaussian linear regime. Then the full-past Bayes
predictor becomes the classical Wiener–Kolmogorov predictor, and the finite-context defect be-
comes the gap between finite-past and whole-past linear prediction errors.

Let (xt)t∈Z be a centered scalar stationary Gaussian process. For L ≥ 1, define

H−
t,L := span{xt−L+1, . . . , xt} ⊂ L2(Ω)

and

H−
t := span{xs : s ≤ t}.

Let

m
(L)
t := PH−

t,L
xt+1, m⋆

t := PH−
t
xt+1,

and define the corresponding prediction-error variances

vL := E|xt+1 −m
(L)
t |2, v∞ := E|xt+1 −m⋆

t |2.

Proposition 4.1 (Context defect = finite-past prediction gap). In the scalar Gaussian linear
setting,

Ectx(L) = vL − v∞ = E|m⋆
t −m

(L)
t |2.

Proof. For Gaussian processes, conditional expectation onto F (L)
t is the orthogonal projection

onto H−
t,L, while conditional expectation onto Ft is the orthogonal projection onto H−

t . Thus

E[xt+1 | F (L)
t ] = m

(L)
t , E[xt+1 | Ft] = m⋆

t .

The conclusion follows from Proposition 3.1. □
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Theorem 4.2 (Exact context-length law for AR(p)). Let (xt) be a scalar stationary Gaussian
autoregressive process of order p,

xt+1 = a1xt + · · ·+ apxt−p+1 + εt+1, εt ∼ i.i.d. N(0, σ2
ε),

with stable AR polynomial. Then:

(i) the full-past predictor is

m⋆
t = a1xt + · · ·+ apxt−p+1;

(ii) for every L ≥ p,
Ectx(L) = 0;

(iii) for 1 ≤ L < p,

Ectx(L) = E

∣∣∣∣∣∣
p∑

j=L+1

aj

(
xt+1−j − E[xt+1−j | F (L)

t ]
)∣∣∣∣∣∣

2

.

Proof. Since εt+1 is independent of Ft and has zero mean,

E[xt+1 | Ft] = a1xt + · · ·+ apxt−p+1.

This proves (i).

If L ≥ p, then xt, . . . , xt−p+1 ∈ F (L)
t , hence

E[xt+1 | F (L)
t ] = a1xt + · · ·+ apxt−p+1 = m⋆

t ,

so Ectx(L) = 0, proving (ii).
For L < p, write

m⋆
t =

L∑
j=1

ajxt+1−j +

p∑
j=L+1

ajxt+1−j .

The first sum is F (L)
t -measurable, so

E[m⋆
t | F

(L)
t ] =

L∑
j=1

ajxt+1−j +

p∑
j=L+1

ajE[xt+1−j | F (L)
t ].

Since E[xt+1 | F (L)
t ] = E[m⋆

t | F
(L)
t ], Proposition 3.1 yields the claimed formula. □

Corollary 4.3 (Effective context length for AR(p)). For an AR(p) process, the effective context
length at tolerance δ = 0 is exactly p:

L0 := inf{L ≥ 1 : Ectx(L) = 0} = p.

Proof. This is immediate from Theorem 4.2. □

Theorem 4.4 (Imported classical baseline: exponential finite-past convergence). Let (xt) be
a q-variate stationary process whose spectral density matrix is sufficiently smooth in the sense
of the classical finite-prediction theory literature. Then the finite linear least-squares predic-
tor converges to the Kolmogorov–Wiener predictor at an exponential rate. Consequently, after
translating predictor convergence into excess risk, there exist constants C, c > 0 such that

0 ≤ Ectx(L) ≤ Ce−cL, L ≥ 1.

Remark 4.5. Theorem 4.4 is imported as a classical baseline. In the present paper it serves
only as motivation: it says that spectrally smooth infinite-memory processes already exhibit a
quantitative context-length law.
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Corollary 4.6 (Logarithmic effective context length in smooth classes). Under the assumptions
of Theorem 4.4,

Lδ := inf{L ≥ 1 : Ectx(L) ≤ δ} ≤ 1

c
log

C

δ
.

Proof. If Ce−cL ≤ δ, then Ectx(L) ≤ δ. Solving for L gives the claim. □

5. Scalar Gaussian / Hardy-Space Reduction

This section develops the scalar Gaussian reduction in a form suitable for later quantitative
work. We separate the discussion into three layers:

(i) the spectral/Hardy-space layer: outer factor, innovation variance, and phase function;
(ii) the finite-predictor layer: Yule–Walker equations and error variances;
(iii) the recursion layer: Durbin–Levinson, partial autocorrelation, and exact PACF formulas

for the context defect.

The main point is that, in the scalar Gaussian regime, the context defect can be written exactly
in terms of finite predictor error variances and, therefore, exactly in terms of PACF tails.

5.1. Spectral factorization, outer factor, and phase function. Throughout this section,
let (xt)t∈Z be a centered scalar stationary Gaussian process with autocovariance function

γ(k) := E[x0xk], k ∈ Z,

and spectral density w ∈ L1(T), so that

γ(k) =
1

2π

∫ π

−π
e−ikθw(eiθ) dθ.

We impose the standard Szegö non-determinism condition.

Assumption 5.1 (Szegö condition). The spectral density satisfies

w(eiθ) > 0 for a.e. θ, logw ∈ L1(T).

Under Assumption 5.1, set

σ2 := exp

(
1

2π

∫ π

−π
logw(eiθ) dθ

)
> 0.

Then there exists a unique outer function D ∈ H2 such that

D(0) = 1, w(eiθ) = σ2|D(eiθ)|2 for a.e. θ.

Write

D(z) =

∞∑
k=0

ckz
k, c0 = 1.

The coefficients (ck) are the moving-average coefficients associated with the outer factor.

Theorem 5.2 (Imported classical baseline: Wold–Szegö representation). Under Assumption 5.1,
there exists an innovation sequence (εt)t∈Z with

E[εt] = 0, E[εtεs] = 0 (t ̸= s), E[ε2t ] = σ2,

such that

xt =

∞∑
k=0

ck εt−k in L2.
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Moreover,

m⋆
t =

∞∑
k=1

ck εt+1−k, v∞ = σ2.

Remark 5.3. The representation theorem itself is classical and is imported here. What we shall
use explicitly are the displayed formulas for the predictor and its error variance.

Proof of the predictor and error formulas from the representation. From the Wold representa-
tion,

xt+1 = c0εt+1 +

∞∑
k=1

ckεt+1−k = εt+1 +

∞∑
k=1

ckεt+1−k,

since c0 = 1. The second sum is measurable with respect to the closed span of the past, while
εt+1 is orthogonal to that span. Therefore

m⋆
t =

∞∑
k=1

ckεt+1−k, xt+1 −m⋆
t = εt+1,

whence

v∞ = E|xt+1 −m⋆
t |2 = E[ε2t+1] = σ2.

□

To introduce the phase function, we strengthen the assumptions slightly whenever inverse-
factor manipulations are needed.

Assumption 5.4 (Inverse-square-integrable regime). In addition to Assumption 5.1, assume

1

w
∈ L1(T).

Equivalently, D−1 ∈ H2.

Under Assumption 5.4, write

A(z) :=
1

D(z)
=

∞∑
k=0

akz
k, a0 = 1.

The coefficients (ak) play the role of one-sided autoregressive coefficients.

Definition 5.5 (Phase function and phase coefficients). Under Assumption 5.4, define the phase
function

q(eiθ) :=
D(eiθ)

D(eiθ)
= D(eiθ)A(eiθ), |q(eiθ)| = 1 a.e.

For n ∈ Z, define its Fourier coefficients by

βn :=
1

2π

∫ π

−π
e−inθq(eiθ) dθ.

Lemma 5.6 (Phase coefficients as outer/inverse-factor convolutions). Assume Assumption 5.4
and, in addition, that (ak) and (ck) belong to ℓ1. Then for every n ≥ 0,

βn =
∞∑
v=0

cvan+v.
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Proof. By the ℓ1 assumptions,

D(eiθ) =

∞∑
k=0

cke
ikθ, A(eiθ) =

∞∑
k=0

ake
ikθ

converge absolutely and uniformly on the unit circle. Hence

D(eiθ) =
∞∑
v=0

cve
−ivθ

(the coefficients are real because the process is real-valued), and therefore

q(eiθ) =

( ∞∑
v=0

cve
−ivθ

)( ∞∑
k=0

ake
ikθ

)
.

Absolute convergence allows termwise multiplication and rearrangement:

q(eiθ) =
∑
n∈Z

( ∑
v−k=−n

cvak

)
einθ.

The coefficient of einθ for n ≥ 0 is obtained by setting k = n+ v, namely

βn =
∞∑
v=0

cvan+v.

□

Remark 5.7. Lemma 5.6 is the cleanest coefficient-level identity connecting the outer factor, its
inverse, and the phase function. In more general regimes, one should interpret the same identity
in weaker function-space senses. For the present draft, the ℓ1 assumption is imposed only to
keep every manipulation elementary and fully rigorous.

5.2. Finite predictor coefficients and Yule–Walker equations. For L ≥ 1, let

ΓL :=
(
γ(i− j)

)
1≤i,j≤L

be the L× L Toeplitz covariance matrix, and let

γL := (γ(1), . . . , γ(L))⊤.

Since w > 0 a.e., the matrix ΓL is strictly positive definite for each L, hence invertible.

Proposition 5.8 (Finite predictor coefficients and Yule–Walker equations). For every L ≥ 1,
there exists a unique vector

ϕL = (ϕL,1, . . . , ϕL,L)
⊤ ∈ RL

such that

m
(L)
t =

L∑
j=1

ϕL,jxt+1−j .

Moreover, the coefficient vector is characterized by the Yule–Walker system

ΓLϕL = γL,

and the finite-predictor error variance is

vL = γ(0)− γ⊤LΓ
−1
L γL.

Consequently,
Ectx(L) = γ(0)− γ⊤LΓ

−1
L γL − σ2.



8 STATE-DIMENSION LAWS FOR PREDICTION

Proof. Because H−
t,L = span{xt, . . . , xt−L+1} is finite-dimensional, the orthogonal projection

m
(L)
t = PH−

t,L
xt+1 admits a unique representation

m
(L)
t =

L∑
j=1

ϕL,jxt+1−j

for a unique coefficient vector ϕL.
By the orthogonality characterization of projection,

E
[(

xt+1 −
L∑

j=1

ϕL,jxt+1−j

)
xt+1−i

]
= 0, i = 1, . . . , L.

Using stationarity, this becomes

γ(i)−
L∑

j=1

ϕL,jγ(i− j) = 0, i = 1, . . . , L,

which is exactly the matrix equation ΓLϕL = γL.
For the error variance,

vL = E

∣∣∣∣∣∣xt+1 −
L∑

j=1

ϕL,jxt+1−j

∣∣∣∣∣∣
2

= γ(0)− 2ϕ⊤
LγL + ϕ⊤

LΓLϕL.

Since ΓLϕL = γL, this simplifies to

vL = γ(0)− ϕ⊤
LγL = γ(0)− γ⊤LΓ

−1
L γL.

Finally, Theorem 5.2 gives v∞ = σ2, so Proposition 4.1 yields

Ectx(L) = vL − v∞ = γ(0)− γ⊤LΓ
−1
L γL − σ2.

□

Remark 5.9. Proposition 5.8 makes the first exact finite-dimensional reduction of context defect
completely explicit: in the scalar Gaussian regime, Ectx(L) is exactly a Toeplitz inverse formula
minus the innovation variance.

5.3. Durbin–Levinson recursion and PACF formulas.

Definition 5.10 (Partial autocorrelation coefficients). For L ≥ 1, define the partial autocorre-
lation coefficient

αL := ϕL,L.

Let JL−1 denote the (L− 1)× (L− 1) reversal matrix,

JL−1(u1, . . . , uL−1)
⊤ = (uL−1, . . . , u1)

⊤.

Theorem 5.11 (Durbin–Levinson recursion). For each L ≥ 2, the finite predictor coefficients
satisfy

αL =
γ(L)−

∑L−1
j=1 ϕL−1,jγ(L− j)

vL−1
,

ϕL,1:L−1 = ϕL−1 − αLJL−1ϕL−1,

vL = vL−1(1− α2
L),
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where ϕL,1:L−1 := (ϕL,1, . . . , ϕL,L−1)
⊤ and ϕL−1 := (ϕL−1,1, . . . , ϕL−1,L−1)

⊤.

Proof. Write the Yule–Walker system for order L in block form:(
ΓL−1 JL−1γL−1

(JL−1γL−1)
⊤ γ(0)

)(
ϕL,1:L−1

αL

)
=

(
γL−1

γ(L)

)
.

The top block equation reads

ΓL−1ϕL,1:L−1 + (JL−1γL−1)αL = γL−1.

Since ΓL−1ϕL−1 = γL−1 and ΓL−1 commutes with JL−1 (because ΓL−1 is symmetric Toeplitz),
we have

ΓL−1(JL−1ϕL−1) = JL−1ΓL−1ϕL−1 = JL−1γL−1.

Thus

ΓL−1

(
ϕL,1:L−1 − ϕL−1 + αLJL−1ϕL−1

)
= 0.

Since ΓL−1 is invertible,

ϕL,1:L−1 = ϕL−1 − αLJL−1ϕL−1.

This proves the second identity.
Now examine the bottom block equation:

(JL−1γL−1)
⊤ϕL,1:L−1 + γ(0)αL = γ(L).

Substituting the coefficient recursion gives

(JL−1γL−1)
⊤ϕL−1 − αL(JL−1γL−1)

⊤JL−1ϕL−1 + γ(0)αL = γ(L).

Because JL−1 is orthogonal,

(JL−1γL−1)
⊤JL−1ϕL−1 = γ⊤L−1ϕL−1.

Using

vL−1 = γ(0)− γ⊤L−1ϕL−1,

we obtain

αL =
γ(L)− (JL−1γL−1)

⊤ϕL−1

vL−1
=

γ(L)−
∑L−1

j=1 ϕL−1,jγ(L− j)

vL−1
,

which proves the first identity.
Finally,

vL = γ(0)− γ⊤LϕL

= γ(0)− γ⊤L−1ϕL,1:L−1 − γ(L)αL

= γ(0)− γ⊤L−1(ϕL−1 − αLJL−1ϕL−1)− γ(L)αL

= vL−1 + αLγ
⊤
L−1JL−1ϕL−1 − γ(L)αL.

Since

γ⊤L−1JL−1ϕL−1 = (JL−1γL−1)
⊤ϕL−1,

and

γ(L)− (JL−1γL−1)
⊤ϕL−1 = αLvL−1,

we conclude that

vL = vL−1 − α2
LvL−1 = vL−1(1− α2

L).

This proves the third identity. □
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Corollary 5.12 (Finite-product formula for prediction error variances). For every L ≥ 1,

vL = γ(0)
L∏

j=1

(1− α2
j ).

Moreover,

v∞ = γ(0)
∞∏
j=1

(1− α2
j ).

Proof. The finite product formula follows by iterating Theorem 5.11, starting from v0 = γ(0).
Since vL ↓ v∞ by monotone convergence of orthogonal projections, taking L → ∞ yields the
infinite product identity. □

Theorem 5.13 (Exact PACF representation of the context defect). For every L ≥ 0,

Ectx(L) = vL − v∞ =

∞∑
n=L+1

(vn−1 − vn) =

∞∑
n=L+1

α2
nvn−1.

Consequently,

v∞

∞∑
n=L+1

α2
n ≤ Ectx(L) ≤ γ(0)

∞∑
n=L+1

α2
n.

Proof. By Proposition 4.1,
Ectx(L) = vL − v∞.

Since vn ↓ v∞, telescoping gives

vL − v∞ =
∞∑

n=L+1

(vn−1 − vn).

By Theorem 5.11,
vn−1 − vn = vn−1 − vn−1(1− α2

n) = α2
nvn−1.

Thus

Ectx(L) =
∞∑

n=L+1

α2
nvn−1.

Because
v∞ ≤ vn−1 ≤ v0 = γ(0)

for all n, the two-sided PACF bound follows immediately. □

Corollary 5.14 (Exponential and polynomial context laws from PACF decay). The following
implications hold.

(i) If there exist constants C > 0 and ρ ∈ (0, 1) such that

|αn| ≤ Cρn (n ≥ 1),

then

Ectx(L) ≤ γ(0)C2
∞∑

n=L+1

ρ2n =
γ(0)C2

1− ρ2
ρ2L+2.

(ii) If there exist constants C > 0 and s > 1
2 such that

|αn| ≤ Cn−s (n ≥ 1),

then there exists a constant Cs > 0 such that

Ectx(L) ≤ CsL
1−2s (L ≥ 1).
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Proof. Part (i) follows from the upper bound in Theorem 5.13 and the geometric-series formula.
For part (ii), Theorem 5.13 yields

Ectx(L) ≤ γ(0)C2
∞∑

n=L+1

n−2s.

Since 2s > 1, the tail of the p-series satisfies
∞∑

n=L+1

n−2s ≤
∫ ∞

L
x−2s dx =

1

2s− 1
L1−2s.

Thus one may take Cs = γ(0)C2/(2s− 1). □

Remark 5.15. Corollary 5.14 is one of the first genuinely useful quantitative consequences of the
present framework. It says that any class of processes for which one can control PACF decay
automatically yields a context-length law.

5.4. How phase information enters the context law. We now summarize the role of the
phase function. The outer factor D determines the Wold coefficients, its inverse A determines
the one-sided inverse filter whenever Assumption 5.4 holds, and the phase function

q = DA

packages the relative position of past and future in a single unimodular function. In structured
classes, one expects to estimate finite predictor coefficients and PACF tails through Fourier
information carried by q.

The exact quantitative mechanism is class-dependent. In later stages of the project, this
will be connected to alternating projections, forward/backward innovations, and phase-based
formulas in finite-prediction theory. For the purposes of the present draft, the key logical point
is simpler:

Once phase information yields usable estimates on αn, Theorem 5.13 immediately
turns those estimates into a context-length law for Ectx(L).

Thus the flow of ideas is

outer factor D −→ phase function q −→ PACF estimates αn −→ Ectx(L).

5.5. Summary of the scalar Gaussian reduction.

Proposition 5.16 (Summary formulas). Under Assumption 5.1, the scalar Gaussian context
defect satisfies

Ectx(L) = vL − σ2,

where vL is the finite-prediction error variance. More explicitly,

vL = γ(0)− γ⊤LΓ
−1
L γL, Ectx(L) = γ(0)− γ⊤LΓ

−1
L γL − σ2.

If αL = ϕL,L denotes the PACF, then

vL = γ(0)

L∏
j=1

(1− α2
j ), Ectx(L) =

∞∑
n=L+1

α2
nvn−1.

Therefore,

v∞

∞∑
n=L+1

α2
n ≤ Ectx(L) ≤ γ(0)

∞∑
n=L+1

α2
n.

Proof. The first two identities are Proposition 5.8. The product formula is Corollary 5.12. The
PACF-tail formula and the two-sided bounds are Theorem 5.13. □
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Remark 5.17. Proposition 5.16 is the main technical endpoint of the present progress draft.
It reduces the scalar Gaussian context-defect problem to completely classical objects: Toeplitz
covariance matrices, finite predictor coefficients, error variances, and PACF tails. This is the
precise sense in which the prediction-geometric framework has now been made concrete.

6. Phase-Series Representation and Phase-Based Context Laws

Proposition 5.16 reduces the scalar Gaussian context defect to the PACF. The next step is
therefore to estimate the PACF from analytic data attached to the spectral density. The most
direct such data are the Fourier coefficients of the phase function. In this section we import
the explicit phase-series representation of the PACF due to Bingham, Inoue, and Kasahara and
combine it with the exact defect identity from Theorem 5.13. This yields a general mechanism:

phase coefficients βn =⇒ PACF bounds αn =⇒ context laws for Ectx(L).
The first half of the section works directly with the phase coefficients. The second half shows
how to translate short-memory bounds on the AR coefficients into PACF and context-defect
bounds. We then record an imported long-memory PACF asymptotic for FARIMA and deduce
the resulting context law.

6.1. Short-memory hypothesis and phase-series representation.

Assumption 6.1 (Short-memory regime). The process is purely nondeterministic and both
coefficient sequences (an)n≥0 and (cn)n≥0 belong to ℓ1.

Under Assumption 6.1, the phase coefficients are absolutely summable.

Lemma 6.2 (Summability of the phase coefficients). Under Assumption 6.1, the sequence
(βn)n≥0 belongs to ℓ1. More precisely,

∞∑
n=0

|βn| ≤
( ∞∑
v=0

|cv|
)( ∞∑

u=0

|au|
)
.

Consequently, the tails

B(n) :=

∞∑
u=0

|βn+u|, n ≥ 0,

are finite and satisfy B(n) ↓ 0 as n → ∞.

Proof. Using the coefficient identity from Lemma 5.6,

|βn| ≤
∞∑
v=0

|cv| |an+v|.

Summing in n and applying Tonelli’s theorem gives
∞∑
n=0

|βn| ≤
∞∑
n=0

∞∑
v=0

|cv| |an+v| =
∞∑
v=0

|cv|
∞∑

m=v

|am| ≤
( ∞∑
v=0

|cv|
)( ∞∑

m=0

|am|
)
.

Hence (βn) ∈ ℓ1, and therefore B(n) ↓ 0. □

To write the phase-series representation, we introduce the auxiliary kernels

δ0(n, j) := 1{j=0},

δ1(n, j) := βn+j ,

δk+1(n, j) :=
∞∑
v=0

βn+j+v δk(n, v), k ≥ 1,
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for n, j ∈ N ∪ {0}. We also define the odd phase iterates by

ϑ1(n) := βn, ϑ2k+1(n) :=
∞∑
v=0

βn+v δ2k(n+ 1, v), k ≥ 1.

Expanding the recursion shows that

ϑ2k+1(n) =
∑

v1,...,v2k≥0

βn+v1βn+1+v1+v2 · · ·βn+1+v2k−1+v2kβn+1+v2k ,

so ϑ2k+1(n) is the (2k + 1)-fold odd phase convolution at lag n.

Theorem 6.3 (Imported phase-series representation of the PACF). Assume Assumption 6.1.
Then for every n ≥ 2,

αn = −
∞∑
k=0

ϑ2k+1(n),

where the series is absolutely convergent for all sufficiently large n. In the notation of Bingham–
Inoue–Kasahara, this is the explicit representation of the Verblunsky coefficients in terms of
the Fourier coefficients of the phase function, translated into the sign convention of the present
draft.[11, 12]

Remark 6.4. Theorem 6.3 is the precise bridge between Hardy-space data and the PACF. Sec-
tion 5 identified βn as the nth Fourier coefficient of the phase function D/D in our sign con-
vention; the imported theorem then expresses the PACF as the negative odd phase series built
from these coefficients. Since all quantitative bounds below are taken in absolute value, the sign
plays no further role in the context-law estimates.[11]

6.2. A direct phase-tail bound for the PACF.

Lemma 6.5 (Tail-kernel estimate). Assume Assumption 6.1. Then for every k ≥ 1 and every
n ≥ 0,

∞∑
j=0

|δk(n, j)| ≤ B(n)k.

Proof. We argue by induction on k. For k = 1,
∞∑
j=0

|δ1(n, j)| =
∞∑
j=0

|βn+j | = B(n).

Now assume the claim holds for some k ≥ 1. Then, by the defining recursion for δk+1 and
Tonelli’s theorem,

∞∑
j=0

|δk+1(n, j)| ≤
∞∑
j=0

∞∑
v=0

|βn+j+v| |δk(n, v)|

=

∞∑
v=0

|δk(n, v)|
∞∑
j=0

|βn+v+j |

≤ B(n)

∞∑
v=0

|δk(n, v)|

≤ B(n)k+1.

This closes the induction. □



14 STATE-DIMENSION LAWS FOR PREDICTION

Theorem 6.6 (Phase-tail PACF bound). Assume Assumption 6.1. If B(N + 1) < 1 for some
N ∈ N, then for every n ≥ N ,

|αn| ≤
B(n)

1−B(n+ 1)2
.

In particular, αn = O(B(n)) as n → ∞.

Proof. Fix n ≥ N . By Theorem 6.3,

αn =
∞∑
k=0

ϑ2k+1(n).

For the first term,
|ϑ1(n)| = |βn| ≤ B(n).

For k ≥ 1, Lemma 6.5 gives

|ϑ2k+1(n)| ≤
∞∑
v=0

|βn+v| |δ2k(n+ 1, v)|

≤
(
sup
v≥0

|βn+v|
) ∞∑

v=0

|δ2k(n+ 1, v)|

≤ B(n)B(n+ 1)2k.

Therefore,

|αn| ≤
∞∑
k=0

|ϑ2k+1(n)| ≤ B(n)

∞∑
k=0

B(n+ 1)2k =
B(n)

1−B(n+ 1)2
,

as claimed. □

Corollary 6.7 (Exponential phase decay implies exponential context law). Assume Assump-
tion 6.1, and suppose there exist constants Cβ > 0 and ρ ∈ (0, 1) such that

|βn| ≤ Cβρ
n, n ≥ 0.

Then there exist constants Cα, Cctx > 0 such that

|αn| ≤ Cαρ
n, n ≥ 1,

and
Ectx(L) ≤ Cctxρ

2L, L ≥ 1.

Proof. The geometric bound on βn implies

B(n) =
∞∑
u=0

|βn+u| ≤
Cβ

1− ρ
ρn.

Hence B(n+ 1) < 1/2 for all sufficiently large n. By Theorem 6.6, there exist constants N and
Cα such that

|αn| ≤ Cαρ
n, n ≥ N.

Enlarging Cα if necessary to absorb the finitely many small values of n gives the first bound for
all n ≥ 1.

Now apply Theorem 5.13:

Ectx(L) ≤ γ(0)
∞∑

n=L+1

α2
n ≤ γ(0)C2

α

∞∑
n=L+1

ρ2n =
γ(0)C2

αρ
2

1− ρ2
ρ2L.

This proves the claim. □
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Corollary 6.8 (A coarse polynomial phase law). Assume Assumption 6.1, and suppose that for
some p > 1 and some Cβ > 0,

|βn| ≤ Cβn
−p, n ≥ 1.

Then there exists a constant Cα > 0 such that

|αn| ≤ Cαn
1−p, n ≥ 1.

If in addition p > 3
2 , then there exists Cctx > 0 such that

Ectx(L) ≤ CctxL
3−2p, L ≥ 1.

Proof. Since p > 1, the tail estimate for a p-series gives

B(n) ≤ Cβ

∞∑
m=n

m−p ≤
Cβ

p− 1
(n− 1)1−p, n ≥ 2.

Hence B(n+ 1) < 1/2 for all sufficiently large n, so Theorem 6.6 yields

|αn| ≤ 2B(n) ≤ Cαn
1−p

for all large n, and therefore for all n ≥ 1 after enlarging Cα.
If p > 3

2 , then 2p− 2 > 1, so Theorem 5.13 implies

Ectx(L) ≤ γ(0)C2
α

∞∑
n=L+1

n−2p+2.

Applying the integral test,

∞∑
n=L+1

n−2p+2 ≤
∫ ∞

L
x−2p+2 dx =

1

2p− 3
L3−2p,

which proves the context bound. □

Remark 6.9. Corollary 6.8 is intentionally stated as a coarse direct consequence of the phase-
series representation. It loses one power because B(n) is a tail sum of the phase coefficients.
The next subsection shows how, in short-memory classes, one can recover sharper PACF bounds
from the AR coefficients and thereby improve the context law.

6.3. Sharpening via the AR coefficients. Define

∥c∥ℓ1 :=

∞∑
v=0

|cv|, F (n) := ∥c∥ℓ1
∞∑

u=n

|au|, n ≥ 0.

Lemma 6.10 (Phase tails controlled by AR tails). Under Assumption 6.1, for every n ≥ 0,

B(n) ≤ F (n), sup
v≥0

|βn+v| ≤ ∥c∥ℓ1 sup
j≥n

|aj |.

Proof. Using Lemma 5.6,

|βn+u| ≤
∞∑
v=0

|cv| |an+u+v|.
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Summing in u yields

B(n) =
∞∑
u=0

|βn+u|

≤
∞∑
u=0

∞∑
v=0

|cv| |an+u+v|

=
∞∑
v=0

|cv|
∞∑

m=n+v

|am|

≤ ∥c∥ℓ1
∞∑

m=n

|am| = F (n).

Likewise,

|βn+u| ≤
∞∑
v=0

|cv| sup
j≥n

|aj | = ∥c∥ℓ1 sup
j≥n

|aj |,

which proves the second estimate after taking the supremum over u ≥ 0. □

Theorem 6.11 (Sharper short-memory PACF bound). Assume Assumption 6.1. If F (N+1) <
1 for some N ∈ N, then for every n ≥ N ,

|αn| ≤
∥c∥ℓ1

1− F (n+ 1)2
sup
j≥n

|aj |.

In particular, αn = O
(
supj≥n |aj |

)
as n → ∞.

Proof. By Lemma 6.10,
|ϑ1(n)| = |βn| ≤ ∥c∥ℓ1 sup

j≥n
|aj |.

For k ≥ 1, Lemmas 6.5 and 6.10 give

|ϑ2k+1(n)| ≤
(
sup
v≥0

|βn+v|
) ∞∑

v=0

|δ2k(n+ 1, v)|

≤ ∥c∥ℓ1 sup
j≥n

|aj |B(n+ 1)2k

≤ ∥c∥ℓ1 sup
j≥n

|aj |F (n+ 1)2k.

Therefore, using Theorem 6.3,

|αn| ≤ ∥c∥ℓ1 sup
j≥n

|aj |
∞∑
k=0

F (n+ 1)2k =
∥c∥ℓ1

1− F (n+ 1)2
sup
j≥n

|aj |,

which proves the claim. □

Corollary 6.12 (Exponential short-memory law from AR tails). Assume Assumption 6.1, and
suppose there exist constants A > 0 and ρ ∈ (0, 1) such that

|an| ≤ Aρn, n ≥ 0.

Then there exist constants Cα, Cctx > 0 such that

|αn| ≤ Cαρ
n, n ≥ 1,

and
Ectx(L) ≤ Cctxρ

2L, L ≥ 1.
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Proof. Because

F (n) = ∥c∥ℓ1
∞∑

u=n

|au| ≤
∥c∥ℓ1A
1− ρ

ρn,

we have F (n+ 1) < 1/2 for all sufficiently large n. Theorem 6.11 then yields

|αn| ≤ 2∥c∥ℓ1Aρn

for all large n, and hence for all n ≥ 1 after adjusting the constant. The context-defect bound
then follows exactly as in the proof of Corollary 6.7. □

Corollary 6.13 (Polynomial short-memory law from AR tails). Assume Assumption 6.1, and
suppose there exist constants A > 0 and p > 1 such that

|an| ≤ An−p, n ≥ 1.

Then there exist constants Cα, Cctx > 0 such that

|αn| ≤ Cαn
−p, n ≥ 1,

and

Ectx(L) ≤ CctxL
1−2p, L ≥ 1.

Proof. Because p > 1,

F (n) = ∥c∥ℓ1
∞∑

u=n

|au| ≤ A∥c∥ℓ1
∞∑

u=n

u−p ≤ A∥c∥ℓ1
p− 1

n1−p,

so F (n+ 1) < 1/2 for all sufficiently large n. Theorem 6.11 therefore yields

|αn| ≤ 2A∥c∥ℓ1n−p

for all large n, and hence for all n ≥ 1 after enlarging the constant.
Applying Theorem 5.13,

Ectx(L) ≤ γ(0)C2
α

∞∑
n=L+1

n−2p.

Since 2p > 1, the integral test gives

∞∑
n=L+1

n−2p ≤
∫ ∞

L
x−2p dx =

1

2p− 1
L1−2p,

which proves the claim. □

Remark 6.14. Corollary 6.13 is substantially sharper than the coarse phase-tail bound of Corol-
lary 6.8: the exponent p is preserved. This is exactly why the AR coefficients remain useful even
after the phase-series representation is available.

6.4. Imported long-memory baseline: FARIMA. The explicit phase-series representation
is also useful in long-memory classes. The cleanest baseline is the FARIMA case. Bingham,
Inoue, and Kasahara prove that for a causal invertible FARIMA(p, d, q) process with 0 < d < 1

2 ,
the PACF has the sharp asymptotic expansion

αn =
d

n
+O(n−1−d).

This is more precise than merely saying that αn is of order n−1.[11, 12]
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Theorem 6.15 (Imported PACF asymptotic for FARIMA). Let (xt) be a causal invertible
FARIMA(p, d, q) process with 0 < d < 1

2 . Then

αn =
d

n
+O(n−1−d), n → ∞.

Corollary 6.16 (Long-memory context law for FARIMA). Under the assumptions of Theo-
rem 6.15,

Ectx(L) ∼ σ2d2L−1, L → ∞.

Proof. By Theorem 6.15,

α2
n =

d2

n2
+O(n−2−d).

Hence
∞∑

n=L+1

α2
n = d2

∞∑
n=L+1

n−2 +O

( ∞∑
n=L+1

n−2−d

)
=

d2

L
+O(L−1−d).

Now write

Ectx(L) =
∞∑

n=L+1

α2
nvn−1 = σ2

∞∑
n=L+1

α2
n +

∞∑
n=L+1

α2
n(vn−1 − σ2),

using Theorem 5.13. Since vn−1 ↓ σ2, given ε > 0 there exists N such that

0 ≤ vn−1 − σ2 ≤ ε, n ≥ N.

For L ≥ N this yields

0 ≤
∞∑

n=L+1

α2
n(vn−1 − σ2) ≤ ε

∞∑
n=L+1

α2
n.

Therefore

Ectx(L) = σ2
∞∑

n=L+1

α2
n + o

( ∞∑
n=L+1

α2
n

)
∼ σ2d

2

L
,

which proves the result. □

7. Linear State Compression and Weighted Rational Approximation

The context-defect theory developed above studies one very special family of causal com-
pressions: the raw shift-register state (xt, . . . , xt−L+1). To move toward a genuine theory of
hidden-state dimension, one needs a richer class of compressions. The natural next class is the
family of stable finite-dimensional linear time-invariant state representations.

The key point of this section is that, in the scalar Gaussian regime, the best achievable excess
risk in this class is an exact weighted rational approximation problem. In innovation coordinates
this becomes an exact Hardy-space approximation problem.

7.1. Innovation-space coordinates and the prediction symbol. Under Assumption 5.1,
Theorem 5.2 gives the Wold–Szegö representation

xt =
∞∑
k=0

ckεt−k, c0 = 1, E[ε2t ] = σ2.

It is convenient to encode the predictable part of xt+1 directly in innovation coordinates.
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Definition 7.1 (Prediction symbol). Define the prediction symbol

F (z) :=

∞∑
j=0

cj+1z
j =

D(z)− 1

z
, z ∈ D.

Since D ∈ H2 and D(0) = 1, we have F ∈ H2.

Lemma 7.2 (Innovation-space isometry). Define Ut : H
−
t → H2 on finite linear combinations

of past innovations by

Ut

( N∑
j=0

bjεt−j

)
:=

1

σ

N∑
j=0

bjz
j .

Then Ut extends uniquely to a unitary map from the closed span of (εt, εt−1, . . . ) onto H2.

Proof. Because the innovations are orthogonal and all have variance σ2,∥∥∥ N∑
j=0

bjεt−j

∥∥∥2
L2(Ω)

= σ2
N∑
j=0

|bj |2 = σ2
∥∥∥ N∑
j=0

bjz
j
∥∥∥2
H2

.

Thus Ut is an isometry on a dense subspace of the innovation-past space, and it extends uniquely
to a unitary map onto H2. □

Proposition 7.3 (The full-past predictor as a Hardy-space vector). Under the unitary map Ut,

Utm
⋆
t = F.

Equivalently,

m⋆
t =

∞∑
j=0

cj+1εt−j .

Proof. The second identity is the predictor formula already obtained from the Wold representa-
tion in Theorem 5.2. Applying Lemma 7.2 to

m⋆
t =

∞∑
j=0

cj+1εt−j

gives

Utm
⋆
t =

∞∑
j=0

cj+1z
j = F.

□

7.2. General causal linear predictors. We first analyze arbitrary one-step linear predictors
before restricting to finite-dimensional state-space realizations.

Definition 7.4 (Causal linear predictor kernel). Let r = (rj)j≥1 be a real sequence such that∑
j≥1 |rj | < ∞. Its predictor symbol is

R(z) :=
∞∑
j=1

rjz
j−1, z ∈ D.

The associated causal linear predictor is

x̂
(R)
t+1 :=

∞∑
j=1

rjxt+1−j .
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Absolute summability guarantees that the series converges in L2, since supt ∥xt∥22 = γ(0).

Proposition 7.5 (Innovation-space image of a linear predictor). Let R be a causal linear pre-
dictor symbol with absolutely summable coefficients. Then

Utx̂
(R)
t+1 = RD in H2.

Proof. From the Wold representation,

xt+1−j =

∞∑
k=0

ckεt+1−j−k.

Therefore,

x̂
(R)
t+1 =

∞∑
j=1

rj

∞∑
k=0

ckεt+1−j−k.

Since (rj) and (ck) are absolutely summable, the double series is absolutely convergent in L2

and may be rearranged:

x̂
(R)
t+1 =

∞∑
m=0

(m+1∑
j=1

rjcm+1−j

)
εt−m.

The coefficient of εt−m is exactly the coefficient of zm in the product

R(z)D(z) =
( ∞∑
j=1

rjz
j−1
)( ∞∑

k=0

ckz
k
)
.

Applying the unitary map Ut therefore yields

Utx̂
(R)
t+1 = RD.

□

Theorem 7.6 (Exact Hardy-space formula for linear prediction defect). Let R be a causal linear
predictor symbol with absolutely summable coefficients. Define its excess risk over the full-past
benchmark by

Elin(R) := E
∣∣xt+1 − x̂

(R)
t+1

∣∣2 − σ2.

Then

Elin(R) = E
∣∣m⋆

t − x̂
(R)
t+1

∣∣2 = σ2 ∥F −RD∥2H2 .

Moreover,

Elin(R) =
1

2π

∫ π

−π
|F (eiθ)−R(eiθ)D(eiθ)|2 σ2 dθ.

Proof. Since x̂
(R)
t+1 is measurable with respect to the full past, Proposition 3.1 gives

Elin(R) = E
∣∣m⋆

t − x̂
(R)
t+1

∣∣2.
Now apply the unitary map Ut from Lemma 7.2. By Propositions 7.3 and 7.5,

Ut

(
m⋆

t − x̂
(R)
t+1

)
= F −RD.

Hence

E
∣∣m⋆

t − x̂
(R)
t+1

∣∣2 = σ2∥F −RD∥2H2 .

The boundary-integral formula is just the H2 norm identity on the unit circle. □
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Remark 7.7. Theorem 7.6 is the exact Hardy-space reduction for one-step linear prediction. It
says that, after passing to innovation coordinates, every causal linear predictor is represented
by the analytic function RD, while the full-past benchmark is represented by the single vector
F = (D− 1)/z. The problem of causal prediction is therefore an approximation problem in H2.

When the inverse filter exists, the same identity can be rewritten as a weighted approximation
problem for the autoregressive predictor symbol.

Proposition 7.8 (Weighted approximation formula under inverse factorization). Assume As-
sumption 5.4, and let

P (z) := −A(z)− 1

z
= −

∞∑
j=1

ajz
j−1.

Then

F = PD.

Consequently, for every causal linear predictor symbol R with absolutely summable coefficients,

Elin(R) = σ2∥(R− P )D∥2H2 =
1

2π

∫ π

−π
|R(eiθ)− P (eiθ)|2w(eiθ) dθ.

Proof. Because A(z)D(z) = 1 and D(0) = 1,

PD = −A− 1

z
D = −1−D

z
=

D − 1

z
= F.

Substituting this identity into Theorem 7.6 gives

Elin(R) = σ2∥(R− P )D∥2H2 .

Since w = σ2|D|2 almost everywhere on the unit circle, the weighted L2(w) formula follows
immediately. □

7.3. Stable finite-state realizations. We now restrict to finite-dimensional causal states.

Definition 7.9 (Stable d-state LTI predictor). A stable d-state LTI predictor is a triple (A, b, c)
with

A ∈ Rd×d, b, c ∈ Rd, ρ(A) < 1,

where ρ(A) is the spectral radius of A. Its stationary causal state is

st :=
∞∑
j=0

Ajb xt−j ,

and its one-step predictor is

x̂A,b,c
t+1 := c⊤st.

Equivalently, the state satisfies the recursion

st = Ast−1 + bxt,

and the predictor is x̂A,b,c
t+1 = c⊤st.

The series defining st converges in L2 because ρ(A) < 1 implies ∥Aj∥ ≤ Cρj for some C < ∞
and some ρ ∈ (0, 1).
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Proposition 7.10 (Transfer symbol of a stable finite-state predictor). Let (A, b, c) be a stable
d-state LTI predictor. Then

x̂A,b,c
t+1 =

∞∑
j=1

rjxt+1−j , rj := c⊤Aj−1b,

with absolutely summable coefficients. The corresponding predictor symbol is the strictly proper
stable rational function

RA,b,c(z) :=
∞∑
j=1

rjz
j−1 = c⊤(I − zA)−1b.

Proof. By definition,

st =

∞∑
j=0

Ajb xt−j ,

so

x̂A,b,c
t+1 =

∞∑
j=0

c⊤Ajb xt−j =
∞∑

m=1

c⊤Am−1b xt+1−m.

Thus rm = c⊤Am−1b. Since ρ(A) < 1, the coefficients decay geometrically, hence are absolutely
summable. Finally,

∞∑
j=1

rjz
j−1 =

∞∑
j=1

c⊤Aj−1b zj−1 = c⊤
( ∞∑
j=0

(zA)j
)
b = c⊤(I − zA)−1b,

for |z| < 1. □

Definition 7.11 (Best d-state LTI defect). Let Rss
d denote the set of predictor symbols of the

form RA,b,c arising from stable d-state LTI predictors. Define

ELTI
d := inf

R∈Rss
d

Elin(R).

Corollary 7.12 (Best finite-state defect as weighted rational approximation). Under Assump-
tion 5.1,

ELTI
d = σ2 inf

R∈Rss
d

∥F −RD∥2H2 .

If Assumption 5.4 also holds, then

ELTI
d = inf

R∈Rss
d

1

2π

∫ π

−π
|R(eiθ)− P (eiθ)|2w(eiθ) dθ.

Proof. This is immediate from Proposition 7.10, Theorem 7.6, and Proposition 7.8. □

Remark 7.13. Corollary 7.12 is the first exact state-dimension reduction in the paper. It says
that the optimal d-state linear hidden representation is not an abstract learning object: it is
exactly a weighted rational approximation problem for the canonical predictor symbol.

7.4. Shift-register realization and immediate state-dimension laws. The finite-context
predictor is itself a d-state LTI model. This gives an immediate comparison between context
defect and state defect.

Proposition 7.14 (Shift-register realization of the finite-context predictor). For every d ≥ 1,
there exists a stable d-state LTI predictor whose one-step output equals the finite-context predictor

m
(d)
t . Consequently,

ELTI
d ≤ Ectx(d).
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Proof. Let

st := (xt, xt−1, . . . , xt−d+1)
⊤ ∈ Rd.

Then st obeys the stable shift-register recursion

st = Ashst−1 + bshxt,

where

Ash =


0 0 · · · 0
1 0 · · · 0

0 1
. . .

...
...

. . .
. . . 0

 , bsh = e1.

The matrix Ash is nilpotent, hence stable. By Proposition 5.8,

m
(d)
t =

d∑
j=1

ϕd,jxt+1−j = c⊤d st, cd := (ϕd,1, . . . , ϕd,d)
⊤.

Thus m
(d)
t is realized by a stable d-state LTI predictor. Its excess risk is exactly Ectx(d) by

Proposition 4.1. Taking the infimum over all d-state LTI predictors gives

ELTI
d ≤ Ectx(d).

□

Corollary 7.15 (State-dimension laws inherited from context laws). Every upper bound proved
earlier for Ectx(d) automatically yields the same upper bound for ELTI

d . In particular:

(i) under the exponential PACF-decay hypotheses of Corollary 5.14(i),

ELTI
d ≤ Cρ2d;

(ii) under the polynomial short-memory AR-tail hypotheses of Corollary 6.13,

ELTI
d ≤ Cd1−2p;

(iii) for causal invertible FARIMA(p, δ, q) with 0 < δ < 1
2 ,

ELTI
d ≤ Cd−1,

and, more precisely,

ELTI
d ≤ Ectx(d) ∼ σ2δ2d−1 (d → ∞),

after substituting the FARIMA context law.

Proof. This is immediate from Proposition 7.14 and the previously established bounds for
Ectx(L). □

Remark 7.16. The comparison ELTI
d ≤ Ectx(d) is important conceptually. A learned d-dimensional

state can always choose to imitate the raw shift register of length d, but it may also compress
the past more efficiently than the raw last-d-lag window. Thus the context law is a universal
benchmark, not necessarily the end of the story.

There is also a second, more direct d-state construction: truncate the infinite autoregressive
predictor itself.
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Proposition 7.17 (Truncated-AR realization bound). Assume Assumption 5.4 and suppose,
in addition, that (aj)j≥1 ∈ ℓ1. For d ≥ 1, define the truncated autoregressive predictor symbol

Pd(z) := −
d∑

j=1

ajz
j−1.

Then Pd is realized by a stable d-state shift-register predictor, and

ELTI
d ≤ Elin(Pd) = E

∣∣∣ ∞∑
j=d+1

ajxt+1−j

∣∣∣2 ≤ γ(0)
( ∞∑
j=d+1

|aj |
)2

.

Proof. The shift-register realization is the same as in Proposition 7.14, now with output vector

c̃d := (−a1, . . . ,−ad)
⊤.

By Proposition 7.8, the full-past predictor is

m⋆
t = −

∞∑
j=1

ajxt+1−j ,

so

m⋆
t − x̂

(Pd)
t+1 = −

∞∑
j=d+1

ajxt+1−j .

Therefore

Elin(Pd) = E
∣∣∣ ∞∑
j=d+1

ajxt+1−j

∣∣∣2.
Finally, ∥∥∥ ∞∑

j=d+1

ajxt+1−j

∥∥∥
2
≤

∞∑
j=d+1

|aj | ∥xt+1−j∥2 =
√

γ(0)
∞∑

j=d+1

|aj |,

which yields the stated upper bound after squaring. □

Corollary 7.18 (Direct state-dimension bounds from AR tails). Under the assumptions of
Proposition 7.17:

(i) if |aj | ≤ Aρj for some A > 0 and ρ ∈ (0, 1), then

ELTI
d ≤ Cρ2d;

(ii) if |aj | ≤ Aj−p for some A > 0 and p > 1, then

ELTI
d ≤ Cd2−2p.

Proof. In the exponential case,
∞∑

j=d+1

|aj | ≤
A

1− ρ
ρd+1,

so Proposition 7.17 yields an O(ρ2d) bound. In the polynomial case,

∞∑
j=d+1

|aj | ≤ A
∞∑

j=d+1

j−p ≤ A

p− 1
d1−p,

and squaring gives the O(d2−2p) bound. □
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Remark 7.19. The direct AR-truncation bound is generally weaker than the bound inherited
from the exact finite-context predictor, because truncating the infinite autoregressive coefficients
is only one possible d-state approximation. Nevertheless, it is useful because it is completely
explicit and already exhibits the weighted-rational-approximation character of the problem.

7.5. Interpretation and the next approximation problem. Section 7 identifies the first
exact mathematical core of state compression:

ELTI
d = σ2 inf

R∈Rss
d

∥F −RD∥2H2 .

Equivalently, when the inverse filter is available,

ELTI
d = inf

R∈Rss
d

∥R− P∥2L2(w) .

So the optimal d-state linear hidden representation problem is exactly a stable weighted rational
approximation problem for the canonical predictor symbol.

Classical control and model-reduction theory strongly suggest that this problem should ulti-
mately be organized by finite-rank approximation, balanced realizations, and Hankel singular
values; modern deep state-space model compression has already started to exploit these quanti-
ties directly. The next technical target is therefore to turn the exact approximation formulas of
the present section into a genuine approximation theorem, ideally one that controls ELTI

d by a
canonical sequence of compressibility numbers associated with the predictor map.[14, 15, 16, 17]

8. Pole Realizations and Approximation-Transfer Principles

Section 7 reduced the best finite-state linear predictor to a stable weighted rational approxi-
mation problem. The present section pushes that reduction one step further in two directions:

(i) it gives a completely explicit hard-cutoff theorem for predictor symbols with finitely
many stable poles;

(ii) it shows how any external approximation family for the canonical predictor symbol P
automatically transfers into a state-dimension law for ELTI

d .

The resulting statements are still elementary, but they make the approximation-theoretic content
of Section 7 much more concrete.

8.1. Exact realizations from finitely many stable poles. We work under Assumption 5.4,
so that the canonical autoregressive predictor symbol

P (z) = −
∞∑
j=1

ajz
j−1

is defined and Proposition 7.8 is available.

Theorem 8.1 (Finite-pole realization theorem). Assume Assumption 5.4. Suppose that the
canonical predictor symbol has the form

P (z) =
r∑

ℓ=1

αℓ

1− λℓz
, |λℓ| < 1,

for some r ∈ N. Then there exists a stable r-state LTI predictor whose predictor symbol is exactly
P . Consequently,

ELTI
r = 0.
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Proof. Let

A := diag(λ1, . . . , λr), b := (1, . . . , 1)⊤, c := (α1, . . . , αr)
⊤.

Since |λℓ| < 1 for each ℓ, the matrix A is stable. By Proposition 7.10, the associated stable
r-state LTI predictor has predictor symbol

RA,b,c(z) = c⊤(I − zA)−1b.

Because A is diagonal,

(I − zA)−1 = diag

(
1

1− λ1z
, . . . ,

1

1− λrz

)
,

and therefore

RA,b,c(z) =

r∑
ℓ=1

αℓ

1− λℓz
= P (z).

Now apply Proposition 7.8 with R = P . It gives

Elin(P ) = σ2∥(P − P )D∥2H2 = 0.

Since P ∈ Rss
r , taking the infimum over all stable r-state LTI predictors yields

ELTI
r = 0.

□

Corollary 8.2 (Hard cutoff for finite pole complexity). Under the assumptions of Theorem 8.1,

ELTI
d = 0 for every d ≥ r.

Proof. If d ≥ r, one may embed the r-state realization from Theorem 8.1 into dimension d by
adjoining d− r zero modes. Hence P ∈ Rss

d , and the same argument gives zero defect. □

Remark 8.3. Theorem 8.1 is the state-dimension analogue of the AR(p) hard-cutoff theorem
from Section 4. There the hard cutoff comes from finite context length; here it comes from finite
pole complexity of the canonical predictor symbol.

8.2. Approximation-transfer principles. The exact reduction of Corollary 7.12 shows that
every approximation scheme for P immediately generates an upper bound on ELTI

d . We record
two useful abstract transfer principles.

Proposition 8.4 (Weighted transfer principle). Assume Assumption 5.4. Let d ≥ 1, and let
Rd ∈ Rss

d be any stable d-state predictor symbol. Then

ELTI
d ≤ Elin(Rd) =

1

2π

∫ π

−π
|Rd(e

iθ)− P (eiθ)|2w(eiθ) dθ.

Proof. Since Rd ∈ Rss
d , the definition of ELTI

d gives

ELTI
d ≤ Elin(Rd).

The weighted integral identity is exactly Proposition 7.8. □

Proposition 8.5 (Unweighted H2 transfer under bounded outer factor). Assume Assump-
tions 5.4 and 6.1. Let d ≥ 1, and let Rd ∈ Rss

d be such that P −Rd ∈ H2. Then

ELTI
d ≤ Elin(Rd) ≤ σ2∥D∥2H∞ ∥P −Rd∥2H2 .

In particular, any H2 approximation rate for P by stable d-state rational functions yields the
same squared rate for the state defect.
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Proof. By Proposition 7.8,

Elin(Rd) = σ2∥(Rd − P )D∥2H2 .

Since Assumption 6.1 implies (ck) ∈ ℓ1, the outer factor satisfies

D(z) =
∞∑
k=0

ckz
k ∈ H∞, ∥D∥H∞ ≤

∞∑
k=0

|ck|.

Therefore multiplication by D is a bounded operator on H2, and

∥(Rd − P )D∥H2 ≤ ∥D∥H∞ ∥Rd − P∥H2 .

Combining this with the definition of ELTI
d gives the stated bound. □

8.3. Pole-tail state-dimension laws. A particularly transparent approximation family arises
when P admits an absolutely summable expansion in stable simple poles.

Theorem 8.6 (Pole-tail upper bound). Assume Assumptions 5.4 and 6.1. Suppose that

P (z) =

∞∑
ℓ=1

αℓ

1− λℓz
, sup

ℓ≥1
|λℓ| ≤ ρ < 1,

∞∑
ℓ=1

|αℓ| < ∞.

For d ≥ 1, define the truncated pole sum

Pd(z) :=
d∑

ℓ=1

αℓ

1− λℓz
.

Then Pd ∈ Rss
d and

ELTI
d ≤ σ2∥D∥2H∞ ∥P − Pd∥2H2 ≤

σ2∥D∥2H∞

1− ρ2

( ∞∑
ℓ=d+1

|αℓ|

)2

.

Proof. By the same diagonal realization used in Theorem 8.1, the truncated sum Pd is realized
by a stable d-state LTI predictor, so Pd ∈ Rss

d .
By Proposition 8.5, it is enough to estimate ∥P − Pd∥H2 . Now

P (z)− Pd(z) =

∞∑
ℓ=d+1

αℓ

1− λℓz
,

and for each ℓ, ∥∥∥∥ 1

1− λℓz

∥∥∥∥2
H2

=

∞∑
n=0

|λℓ|2n =
1

1− |λℓ|2
≤ 1

1− ρ2
.

Hence, by the triangle inequality,

∥P − Pd∥H2 ≤
∞∑

ℓ=d+1

|αℓ|
∥∥∥∥ 1

1− λℓz

∥∥∥∥
H2

≤ 1√
1− ρ2

∞∑
ℓ=d+1

|αℓ|.

Squaring and substituting into Proposition 8.5 yields the claim. □

Corollary 8.7 (Exponential and polynomial pole-tail laws). Under the assumptions of Theo-
rem 8.6:
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(i) if there exist constants A > 0 and η ∈ (0, 1) such that

∞∑
ℓ=d+1

|αℓ| ≤ Aηd, d ≥ 1,

then

ELTI
d ≤ Cη2d;

(ii) if there exist constants A > 0 and p > 0 such that

∞∑
ℓ=d+1

|αℓ| ≤ Ad−p, d ≥ 1,

then

ELTI
d ≤ Cd−2p.

for suitable constants C.

Proof. This is immediate from Theorem 8.6. □

Remark 8.8. The pole-tail law makes the approximation-theoretic content of the state-dimension
problem completely explicit. Fast decay of the canonical pole weights implies fast decay of the
best finite-state defect. In this sense, pole compressibility is one concrete mechanism underlying
hidden-state compressibility.

9. Matrix-Valued Extension: Block Prediction, Phase Matrices, and IPF

This section begins the genuinely multivariate extension of the draft. The main point is that
the scalar context-defect formulas have precise block-matrix analogues, while the scalar phase
function is replaced by a matrix-valued phase function and the scalar past/future geometry
is replaced by the intersection-of-past-and-future (IPF) property. We do not yet attempt to
reproduce the full multivariate phase-series formulas from the literature. Instead, we record the
exact block identities that the later theory will need and isolate the places where matrix phase
functions and IPF enter.

For notational convenience, we now allow the process to be complex-valued. Thus let (Xt)t∈Z
be a centered q-variate stationary Gaussian process with values in Cq. Write

Γ(k) := E[X0X
∗
k ], k ∈ Z,

so that Γ(−k) = Γ(k)∗. Assume X has matrix spectral density W ∈ L1(T)q×q:

Γ(k) =
1

2π

∫ π

−π
e−ikθW (eiθ) dθ.

Assumption 9.1 (Matrix Szegö regime). The spectral density satisfies

W (eiθ) = W (eiθ)∗ > 0 for a.e. θ, log detW ∈ L1(T).

Assumption 9.2 (Matrix inverse-integrable regime). In addition to Assumption 9.1, assume

W−1 ∈ L1(T)q×q.
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9.1. Normalized outer factorization and innovations. Under Assumption 9.1, matrix
spectral factorization gives a normalized outer factor and a positive definite innovation co-
variance matrix.

Theorem 9.3 (Imported classical baseline: normalized matrix Wold–Szegö factorization). As-
sume Assumption 9.1. Then there exist a positive definite matrix Σ ∈ Cq×q and an outer
matrix-valued Hardy function

H(z) =
∞∑
k=0

Ckz
k ∈ Hq×q

2 , C0 = Iq,

such that
W (eiθ) = H(eiθ) ΣH(eiθ)∗ for a.e. θ.

Consequently, there exists an innovation sequence (εt)t∈Z with

E[εt] = 0, E[εtε∗s] = δtsΣ,

such that

Xt =

∞∑
k=0

Ckεt−k in L2(Ω;Cq).

Moreover, if
M⋆

t := E[Xt+1 | Ft],

then

M⋆
t =

∞∑
k=1

Ckεt+1−k, V∞ := E[(Xt+1 −M⋆
t )(Xt+1 −M⋆

t )
∗] = Σ.

Remark 9.4. The factorization and representation themselves are classical and are imported here;
see, for instance, the multivariate prediction literature built around outer matrix factorizations
and dual processes. In the present draft, what we use explicitly are the displayed formulas for
the full-past predictor and its error covariance.[10]

Proof of the predictor and error formulas from the representation. From the representation,

Xt+1 = εt+1 +

∞∑
k=1

Ckεt+1−k.

The second term belongs to the closed linear span of the past, while εt+1 is orthogonal to that
span. Hence

M⋆
t =

∞∑
k=1

Ckεt+1−k, Xt+1 −M⋆
t = εt+1.

Therefore
V∞ = E[εt+1ε

∗
t+1] = Σ.

□

9.2. Finite block prediction and defect covariances. For L ≥ 1, define the block Toeplitz
covariance matrix

TL(W ) := (Γ(i− j))1≤i,j≤L ∈ CLq×Lq,

and the block row
GL := [Γ(1) · · · Γ(L)] ∈ Cq×Lq.

Lemma 9.5 (Strict positivity of the block Toeplitz covariance matrix). Under Assumption 9.1,
the matrix TL(W ) is Hermitian positive definite for every L ≥ 1.
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Proof. Let u = (u⊤1 , . . . , u
⊤
L )

⊤ ∈ CLq, and define the vector polynomial

pu(z) :=
L∑

j=1

zj−1uj ∈ Cq.

Then

u∗TL(W )u =

L∑
i,j=1

u∗iΓ(i− j)uj =
1

2π

∫ π

−π
pu(e

iθ)∗W (eiθ)pu(e
iθ) dθ.

Since W (eiθ) > 0 for a.e. θ, the integral is nonnegative. If it vanishes, then pu(e
iθ) = 0 for a.e.

θ. As pu is a vector polynomial, it must vanish identically, so u1 = · · · = uL = 0. Therefore
TL(W ) is positive definite. □

For each L ≥ 1, define the finite-past predictor

M
(L)
t := E[Xt+1 | F (L)

t ], F (L)
t := σ(Xt−L+1, . . . , Xt).

Since the process is Gaussian, this is the orthogonal projection ofXt+1 onto span{Xt, . . . , Xt−L+1}.

Proposition 9.6 (Finite predictor matrices and block Yule–Walker equations). For every L ≥ 1,
there exists a unique block row

ΦL = [ΦL,1 · · · ΦL,L] ∈ Cq×Lq, ΦL,j ∈ Cq×q,

such that

M
(L)
t =

L∑
j=1

ΦL,jXt+1−j .

Moreover,

ΦLTL(W ) = GL, ΦL = GL TL(W )−1,

and the finite-prediction error covariance is

VL := E[(Xt+1 −M
(L)
t )(Xt+1 −M

(L)
t )∗] = Γ(0)−GLTL(W )−1G∗

L.

Proof. Because the prediction space is finite-dimensional, there exists a unique block row ΦL

with the displayed representation of M
(L)
t .

By orthogonality of projection,

E
[(

Xt+1 −
L∑

j=1

ΦL,jXt+1−j

)
X∗

t+1−i

]
= 0, i = 1, . . . , L.

Using stationarity,

Γ(i) =

L∑
j=1

ΦL,jΓ(i− j), i = 1, . . . , L,

which is exactly the block Yule–Walker system

ΦLTL(W ) = GL.

Lemma 9.5 implies that TL(W ) is invertible, so

ΦL = GLTL(W )−1.

Now set

e
(L)
t := Xt+1 −M

(L)
t .
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Expanding the covariance and using the orthogonality condition gives

VL = E[e(L)t e
(L)∗
t ]

= Γ(0)−
L∑

j=1

ΦL,jΓ(j)
∗

= Γ(0)− ΦLG
∗
L

= Γ(0)−GLTL(W )−1G∗
L.

□

The matrix analogue of the scalar context defect is the positive semidefinite covariance defect

∆ctx(L) := VL − V∞.

The scalar defect from Section 2 is then the trace of this matrix defect.

Proposition 9.7 (Matrix defect covariance identity). Under Assumption 9.1,

∆ctx(L) = VL − V∞ = E[(M⋆
t −M

(L)
t )(M⋆

t −M
(L)
t )∗] ⪰ 0.

Consequently,
Ectx(L) = tr(∆ctx(L)) = tr(VL − V∞).

Proof. Write

Xt+1 −M
(L)
t = (Xt+1 −M⋆

t ) + (M⋆
t −M

(L)
t ).

The first term is orthogonal to Ft, hence also to F (L)
t ; the second term is Ft-measurable. There-

fore the two terms are orthogonal in L2(Ω;Cq), which gives

VL = V∞ + E[(M⋆
t −M

(L)
t )(M⋆

t −M
(L)
t )∗].

This proves the covariance identity and the Loewner positivity.
For the scalar defect based on Euclidean loss,

Ectx(L) = E∥M⋆
t −M

(L)
t ∥2 = tr E[(M⋆

t −M
(L)
t )(M⋆

t −M
(L)
t )∗],

which is exactly tr(∆ctx(L)). □

Corollary 9.8 (Monotonicity in Loewner order). For every L ≥ 1,

VL ⪰ VL+1 ⪰ V∞, ∆ctx(L) ⪰ ∆ctx(L+ 1) ⪰ 0, Ectx(L) ↓ 0.

Proof. The projection spaces increase with L, so finite-prediction errors decrease in the Loewner
order. The remaining claims follow from Proposition 9.7 by taking traces. □

9.3. Phase matrices. Under Assumption 9.2, the multivariate theory has a second outer factor
and a genuinely noncommutative phase function.

Definition 9.9 (Matrix outer factors and phase matrix). Under Assumption 9.2, choose outer

matrix-valued Hardy functions h, h♯ ∈ Hq×q
2 such that

W (eiθ) = h(eiθ)h(eiθ)∗ = h♯(eiθ)∗h♯(eiθ) for a.e. θ,

and such that h−1, (h♯)−1 ∈ Hq×q
2 . The associated phase matrix is

Q(eiθ) := h(eiθ)∗ h♯(eiθ)−1 = h(eiθ)−1h♯(eiθ)∗.

Following one common convention, its Fourier coefficients are

Bk := − 1

2π

∫ π

−π
e−ikθQ(eiθ) dθ, k ∈ Z.
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Lemma 9.10 (Unitarity of the phase matrix). Under Assumption 9.2, the phase matrix satisfies

Q(eiθ)Q(eiθ)∗ = Q(eiθ)∗Q(eiθ) = Iq for a.e. θ.

Proof. Using the second representation of Q from Definition 9.9,

QQ∗ = h−1h♯∗h♯(h−1)∗ = h−1W (h−1)∗ = h−1hh∗(h−1)∗ = Iq.

The identity Q∗Q = Iq is proved similarly. □

Remark 9.11. The scalar phase function from Section 5 is recovered when q = 1. In the gen-
uinely matrix-valued case, the phase matrix is the object whose Fourier coefficients drive explicit
formulas for truncated block Toeplitz inverses, finite predictor matrices, and PACF matrices.
This is one of the key places where the multivariate theory becomes qualitatively richer than
the scalar theory.[10, 9]

9.4. Vector autoregressions and hard context cutoffs. The first exact multivariate context-
length theorem is the vector analogue of Theorem 4.2.

Theorem 9.12 (Exact context-length law for VAR(p)). Assume

Xt+1 = A1Xt + · · ·+ApXt−p+1 + εt+1,

where A1, . . . , Ap ∈ Cq×q, the matrix polynomial

Iq −A1z − · · · −Apz
p

is invertible for |z| ≤ 1, and (εt) is an i.i.d. centered Gaussian innovation sequence with covari-
ance matrix Σ > 0. Then:

(i) the full-past predictor is

M⋆
t = A1Xt + · · ·+ApXt−p+1;

(ii) the full-past prediction error covariance is

V∞ = Σ;

(iii) for every L ≥ p,

∆ctx(L) = 0;

(iv) for 1 ≤ L < p,

∆ctx(L) = Cov

 p∑
j=L+1

Aj

(
Xt+1−j − E[Xt+1−j | F (L)

t ]
) .

Proof. Because εt+1 is independent of Ft and has mean zero,

M⋆
t = E[Xt+1 | Ft] = A1Xt + · · ·+ApXt−p+1.

This proves (i). Since

Xt+1 −M⋆
t = εt+1,

we also have

V∞ = E[εt+1ε
∗
t+1] = Σ,

proving (ii).

If L ≥ p, then Xt, . . . , Xt−p+1 ∈ F (L)
t , so the same formula shows

M
(L)
t = A1Xt + · · ·+ApXt−p+1 = M⋆

t .

Hence ∆ctx(L) = 0, proving (iii).
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For L < p, decompose

M⋆
t =

L∑
j=1

AjXt+1−j +

p∑
j=L+1

AjXt+1−j .

The first sum is F (L)
t -measurable, so

M⋆
t −M

(L)
t =

p∑
j=L+1

Aj

(
Xt+1−j − E[Xt+1−j | F (L)

t ]
)
.

Now apply Proposition 9.7. □

Corollary 9.13 (Matrix hard cutoff for finite memory). For a stable VAR(p) process, the matrix
effective context length at tolerance 0 is exactly p in the sense that

inf{L ≥ 1 : ∆ctx(L) = 0} = p.

Equivalently,

inf{L ≥ 1 : Ectx(L) = 0} = p.

Proof. The first identity follows from Theorem 9.12. The second follows by taking traces and
using positive semidefiniteness of ∆ctx(L). □

9.5. Past–future intersection. The matrix-valued theory has a structural ingredient that
does not appear explicitly in the scalar reduction.

Definition 9.14 (IPF property). For an index set I ⊆ Z, let

MI(X) := span{Xj : j ∈ I} ⊂ L2(Ω;Cq).

We say that X has the intersection-of-past-and-future (IPF) property if, for every n ≥ 1,

M(−∞,−1](X) ∩M[−n,∞)(X) = M[−n,−1](X).

Theorem 9.15 (Imported IPF baseline). A useful sufficient spectral condition for the IPF
property is that the process have maximal rank and satisfy the inverse-integrability condition
W−1 ∈ L1(T)q×q. Under this condition, the process has the IPF property.[8]

Remark 9.16. The IPF property is the structural bridge between multivariate prediction geom-
etry and the representation theory of finite predictor coefficient matrices. It is one of the main
reasons the matrix extension is not a routine vectorization of the scalar case. In particular, the
explicit phase-matrix formulas for finite predictor coefficients and finite prediction error covari-
ances are naturally organized around the joint geometry of past and future subspaces.[8, 10]

9.6. Backward block prediction, matrix PACF, and defect tails. To pass from block
Yule–Walker formulas to quantitative context laws, one needs the multivariate analogue of the
Durbin–Levinson step. The correct objects are the forward and backward finite prediction errors
and the corresponding canonical PACF matrices.

For L ≥ 0, define the backward finite-past predictor by

M̃
(L)
t := E[Xt−L | σ(Xt−L+1, . . . , Xt)], ṼL := E

[
(Xt−L − M̃

(L)
t )(Xt−L − M̃

(L)
t )∗

]
.

By convention,

M
(0)
t := 0, M̃

(0)
t := 0, V0 = Ṽ0 = Γ(0).

For n ≥ 1, set

Ef,n−1
t := Xt+1 −M

(n−1)
t , Eb,n−1

t := Xt−n+1 − M̃
(n−1)
t ,
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and define the forward–backward residual covariance

Cn := E
[
Ef,n−1

t Eb,n−1∗
t

]
.

Lemma 9.17 (Projection onto an orthogonal innovation block). Let K ⊂ L2(Ω;Cq) be a closed
linear subspace, and let Z ∈ L2(Ω;Cq) be orthogonal to K in the sense that each component of
Z is orthogonal to K. Assume that

KZ := E[ZZ∗] ≻ 0.

Then for every Y ∈ L2(Ω;Cq),

ProjK∨Z Y = ProjK Y + E
[
(Y − ProjK Y )Z∗]K−1

Z Z,

where K ∨ Z denotes the closed linear span of K together with the components of Z.

Proof. Let
R := Y − ProjK Y, B := E[RZ∗]K−1

Z Z.

Because R is orthogonal to K and Z is also orthogonal to K, we have B ∈ K⊥. Hence

ProjK Y +B ∈ K ∨ Z.

It remains to show that the residual

Y − (ProjK Y +B) = R−B

is orthogonal to K ∨ Z. Orthogonality to K is immediate because both R and B lie in K⊥. For
orthogonality to the components of Z, compute

E[(R−B)Z∗] = E[RZ∗]− E[RZ∗]K−1
Z E[ZZ∗] = E[RZ∗]− E[RZ∗] = 0.

Thus R−B is orthogonal to K ∨ Z, so the displayed formula is the orthogonal projection of Y
onto K ∨ Z. □

Corollary 9.18 (Forward one-step projection update). For every n ≥ 1,

M
(n)
t = M

(n−1)
t + CnṼ

−1
n−1E

b,n−1
t ,

and hence
Vn = Vn−1 − CnṼ

−1
n−1C

∗
n.

Proof. Let
Kn−1 := span{Xt, . . . , Xt−n+2} ⊂ L2(Ω;Cq).

Then M
(n−1)
t = ProjKn−1

Xt+1 by definition. Also,

Xt−n+1 = M̃
(n−1)
t + Eb,n−1

t ,

where M̃
(n−1)
t ∈ Kn−1 and Eb,n−1

t ⊥ Kn−1. Therefore

span{Xt, . . . , Xt−n+1} = Kn−1 ∨ Eb,n−1
t .

Applying Lemma 9.17 with Y = Xt+1 and Z = Eb,n−1
t gives

M
(n)
t = M

(n−1)
t + E[Ef,n−1

t Eb,n−1∗
t ]Ṽ −1

n−1E
b,n−1
t ,

which is the first formula.
Subtracting this identity from Xt+1 yields

Ef,n
t = Ef,n−1

t − CnṼ
−1
n−1E

b,n−1
t .

Taking covariance matrices and using

E[Ef,n−1
t Eb,n−1∗

t ] = Cn, E[Eb,n−1
t Eb,n−1∗

t ] = Ṽn−1,
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we obtain

Vn = Vn−1 − CnṼ
−1
n−1C

∗
n. □

Proposition 9.19 (Last block coefficient and canonical matrix PACF). For every n ≥ 1,

Cn = Φn,nṼn−1.

Consequently, the canonical matrix PACF is given by

αn := V
−1/2
n−1 CnṼ

−1/2
n−1 = V

−1/2
n−1 Φn,nṼ

1/2
n−1.

Proof. As in the proof of Corollary 9.18, let

Kn−1 = span{Xt, . . . , Xt−n+2}.

Write the finite predictor of order n as

M
(n)
t =

n−1∑
j=1

Φn,jXt+1−j +Φn,nXt−n+1.

Since

Xt−n+1 = M̃
(n−1)
t + Eb,n−1

t with M̃
(n−1)
t ∈ Kn−1,

we may rewrite M
(n)
t as

M
(n)
t = Yt +Φn,nE

b,n−1
t ,

for some Yt ∈ Kn−1. Since M
(n−1)
t is the orthogonal projection of Xt+1 onto Kn−1, the difference

M
(n)
t −M

(n−1)
t belongs to the orthogonal complement of Kn−1 inside Kn−1 ∨Eb,n−1

t and hence
must equal

Φn,nE
b,n−1
t .

Comparing this with Corollary 9.18, we obtain

Φn,nE
b,n−1
t = CnṼ

−1
n−1E

b,n−1
t .

Taking covariance with Eb,n−1
t gives

Φn,nṼn−1 = Cn.

The formula for αn is then immediate. □

Corollary 9.20 (Matrix PACF recursion and contractivity). For every n ≥ 1,

Vn = V
1/2
n−1(Iq − αnα

∗
n)V

1/2
n−1.

By applying the same argument to the time-reversed process,

Ṽn = Ṽ
1/2
n−1(Iq − α∗

nαn)Ṽ
1/2
n−1.

In particular,

αnα
∗
n ⪯ Iq, α∗

nαn ⪯ Iq, ∥αn∥ ≤ 1.

Proof. The first identity is Corollary 9.18 rewritten using Proposition 9.19:

Vn = Vn−1 − V
1/2
n−1αnα

∗
nV

1/2
n−1 = V

1/2
n−1(Iq − αnα

∗
n)V

1/2
n−1.

The backward identity is the same statement applied to the time-reversed process. Since Vn ⪰
0 and Ṽn ⪰ 0, both Iq − αnα

∗
n and Iq − α∗

nαn are positive semidefinite, which implies the
contractivity bounds. □
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Theorem 9.21 (Exact matrix PACF tail representation of the defect covariance). For every
L ≥ 0,

∆ctx(L) =
∞∑

n=L+1

(Vn−1 − Vn) =
∞∑

n=L+1

V
1/2
n−1αnα

∗
nV

1/2
n−1,

with convergence in the Loewner order. Consequently,

λmin(V∞)
∞∑

n=L+1

∥αn∥2F ≤ Ectx(L) ≤ λmax(Γ(0))
∞∑

n=L+1

∥αn∥2F .

Proof. By Proposition 9.7,

∆ctx(L) = VL − V∞.

By Corollary 9.8, the sequence Vn decreases to V∞ in the Loewner order, so the telescoping
identity

VL − V∞ =

∞∑
n=L+1

(Vn−1 − Vn)

holds in the Loewner order. Corollary 9.20 gives

Vn−1 − Vn = V
1/2
n−1αnα

∗
nV

1/2
n−1,

which proves the first formula.
Taking traces and using cyclicity,

tr(V
1/2
n−1αnα

∗
nV

1/2
n−1) = tr(α∗

nVn−1αn).

Since

V∞ ⪯ Vn−1 ⪯ Γ(0),

we obtain

λmin(V∞) tr(α∗
nαn) ≤ tr(α∗

nVn−1αn) ≤ λmax(Γ(0)) tr(α
∗
nαn).

Summing over n ≥ L + 1 yields the stated bounds because tr(α∗
nαn) = ∥αn∥2F and Ectx(L) =

tr(∆ctx(L)). □

Corollary 9.22 (Norm-based multivariate context laws). The following implications hold.

(i) If there exist constants C > 0 and ρ ∈ (0, 1) such that

∥αn∥F ≤ Cρn (n ≥ 1),

then

Ectx(L) ≤
λmax(Γ(0))C

2

1− ρ2
ρ2L+2.

(ii) If there exist constants C > 0 and s > 1
2 such that

∥αn∥F ≤ Cn−s (n ≥ 1),

then there exists Cs > 0 such that

Ectx(L) ≤ CsL
1−2s (L ≥ 1).

Proof. Both parts are immediate from the upper bound in Theorem 9.21 together with the
geometric-series formula in case (i) and the integral test in case (ii). □
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9.7. Imported phase-matrix representation package. The precise link from the Fourier
coefficients of the phase matrix to the finite predictor coefficient matrices, the finite prediction
error covariance matrices, and the canonical matrix PACF is already available in the multivariate
prediction literature. We record the part of that theory that interfaces directly with the present
draft.

Theorem 9.23 (Imported phase-matrix representation package). Assume the hypotheses (A)
and (IPF) of Inoue–Kasahara–Pourahmadi. Let Bk denote the Fourier coefficients of the matrix
phase function from Definition 9.9. Then there exist explicitly defined alternating-projection
matrices {

b2kn,j
}
k,j≥0

,
{
b̃2kn,j
}
k,j≥0

,

built recursively from the phase coefficients, such that the finite predictor coefficient matrices,
the finite prediction error covariance matrices, and the canonical PACF matrices admit explicit
series representations in terms of these quantities. In particular:

(i) the last forward coefficient matrix Φn,n admits an explicit phase-series representation
built from Bn+j;

(ii) the forward and backward finite prediction error covariance matrices Vn and Ṽn admit
explicit series representations in terms of even alternating-projection coefficients;

(iii) the forward–backward residual covariance and hence the canonical PACF matrix αn admit
explicit phase-series representations in terms of odd alternating-projection coefficients;

(iv) under the stronger minimality assumption (M), every finite predictor coefficient matrix

Φn,j and Φ̃n,j admits an explicit phase-series representation.

These are the matrix-valued analogues of the scalar phase-series formulas from Section 6.[9]

Remark 9.24. Theorem 9.23 is the exact point at which matrix phase coefficients feed into multi-
variate context laws. Once the imported phase formulas yield bounds on αn, Theorem 9.21 turns
them immediately into bounds on the defect covariance ∆ctx(L) and on the scalar Euclidean-loss
defect Ectx(L).

9.8. Imported multivariate FARIMA law. The clearest multivariate long-memory baseline
presently available is the common-order FARIMA case.

Theorem 9.25 (Imported multivariate FARIMA asymptotics). Let (Xt) be a q-variate FARIMA
process with common fractional differencing order d ∈ (−1

2 ,
1
2) \ {0} and spectral density of the

form described in Inoue–Kasahara–Pourahmadi. Then, as n → ∞,

Vn = V∞ +
d2

n
V∞ +O(n−2), Ṽn = Ṽ∞ +

d2

n
Ṽ∞ +O(n−2),

and

αn =
d

n
U +O(n−2),

where U ∈ Cq×q is unitary and the O(·) terms are taken in any fixed matrix norm.[9]

Corollary 9.26 (Multivariate FARIMA context law). Under the assumptions of Theorem 9.25,

∆ctx(L) = VL − V∞ =
d2

L
V∞ +O(L−2),

and therefore

Ectx(L) =
d2

L
tr(V∞) +O(L−2) (L → ∞).



38 STATE-DIMENSION LAWS FOR PREDICTION

In particular, multivariate common-order FARIMA processes satisfy the same L−1 context law
as in the scalar long-memory case, with the innovation covariance replacing the scalar innovation
variance.

Proof. By Proposition 9.7,

∆ctx(L) = VL − V∞.

Substituting the first asymptotic formula from Theorem 9.25 gives

∆ctx(L) =
d2

L
V∞ +O(L−2).

Taking traces yields

Ectx(L) = tr(∆ctx(L)) =
d2

L
tr(V∞) +O(L−2). □

9.9. Summary of the multivariate extension.

Proposition 9.27 (Summary formulas in the matrix case). Under Assumption 9.1, the multi-
variate finite-past predictor is determined by the block Yule–Walker equations

ΦLTL(W ) = GL, VL = Γ(0)−GLTL(W )−1G∗
L.

Moreover, the matrix context-defect covariance is

∆ctx(L) = VL − V∞ = E[(M⋆
t −M

(L)
t )(M⋆

t −M
(L)
t )∗] ⪰ 0,

and the scalar defect from Euclidean loss is

Ectx(L) = tr(∆ctx(L)).

If αn denotes the canonical matrix PACF defined in Proposition 9.19, then

Vn = V
1/2
n−1(Iq − αnα

∗
n)V

1/2
n−1, ∆ctx(L) =

∞∑
n=L+1

V
1/2
n−1αnα

∗
nV

1/2
n−1,

and therefore

λmin(V∞)

∞∑
n=L+1

∥αn∥2F ≤ Ectx(L) ≤ λmax(Γ(0))

∞∑
n=L+1

∥αn∥2F .

Under Assumption 9.2, the associated phase matrix is

Q = h∗(h♯)−1 = h−1h♯∗,

which is unitary on T; under the additional IPF/minimality hypotheses from the imported multi-
variate theory, its Fourier coefficients control the finite predictor matrices, the error covariances,
and the PACF matrices through explicit phase-series formulas.

Proof. The block Yule–Walker formulas are Proposition 9.6. The defect-covariance identity is
Proposition 9.7. The PACF recursion and tail representation are Corollary 9.20 and Theo-
rem 9.21. The phase-matrix statement is Definition 9.9 together with Lemma 9.10 and Theo-
rem 9.23. □
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10. Multivariate Linear State Compression and Hankel-Type State-Dimension
Laws

The multivariate context-defect theory of Section 9 explains how finite lag windows lose
predictive information. To turn that theory into a genuine hidden-state theory, we now repeat
the scalar reduction of Section 7 in the matrix-valued setting.

The outcome is an exact matrix-weighted rational approximation formula for the best stable
multivariable linear state of a given dimension. This is the correct bridge from block prediction
to model reduction, balanced realizations, and Hankel singular value compressibility.

10.1. Whitened innovations and the matrix prediction symbol. Fix the normalized
Wold–Szegö factorization of Theorem 9.3:

W (eiθ) = H(eiθ) ΣH(eiθ)∗, H(z) =

∞∑
k=0

Ckz
k, C0 = Iq.

Define the whitened innovations

et := Σ−1/2εt.

Then

E[et] = 0, E[ete∗s] = δtsIq,

and the process admits the representation

Xt =

∞∑
k=0

Bket−k, Bk := CkΣ
1/2.

Let

H̃(z) := H(z)Σ1/2 =
∞∑
k=0

Bkz
k.

Then

W (eiθ) = H̃(eiθ)H̃(eiθ)∗ for a.e. θ.

Definition 10.1 (Matrix Hardy space). Let Hq×q
2 denote the space of analytic matrix-valued

functions

G(z) =
∞∑
k=0

Gkz
k, Gk ∈ Cq×q,

such that

∥G∥2
Hq×q

2

:=

∞∑
k=0

∥Gk∥2F =
1

2π

∫ π

−π
tr
(
G(eiθ)G(eiθ)∗

)
dθ < ∞.

Definition 10.2 (Matrix prediction symbol). Define the matrix prediction symbol

Fmat(z) :=
∞∑
j=0

Bj+1z
j =

H̃(z)− Σ1/2

z
=

H(z)− Iq
z

Σ1/2.

Lemma 10.3 (Matrix innovation-space isometry). Let

H −
t :=


N∑
j=0

Mjet−j : N ≥ 0, Mj ∈ Cq×q

 ⊂ L2(Ω;Cq).
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Define

Ut

 N∑
j=0

Mjet−j

 :=

N∑
j=0

Mjz
j .

Then Ut extends uniquely to a unitary map from H −
t onto Hq×q

2 .

Proof. Because the whitened innovations are orthonormal in time and satisfy E[ete∗t ] = Iq,

E

∥∥∥∥∥∥
N∑
j=0

Mjet−j

∥∥∥∥∥∥
2

=
N∑

i,j=0

E
[
e∗t−jM

∗
j Miet−i

]
=

N∑
j=0

tr(M∗
j Mj)

=

N∑
j=0

∥Mj∥2F

=

∥∥∥∥∥∥
N∑
j=0

Mjz
j

∥∥∥∥∥∥
2

Hq×q
2

.

Thus Ut is an isometry on a dense subspace of H −
t . Surjectivity onto Hq×q

2 is immediate from
the definition, so the extension is unitary. □

Proposition 10.4 (The full-past predictor as a matrix Hardy-space vector). Under the unitary
map Ut,

UtM
⋆
t = Fmat.

Equivalently,

M⋆
t =

∞∑
j=0

Bj+1et−j .

Proof. Theorem 9.3 gives

Xt+1 = B0et+1 +
∞∑
j=0

Bj+1et−j , B0 = Σ1/2.

The second term is measurable with respect to the full past, while B0et+1 is orthogonal to it.
Hence

M⋆
t =

∞∑
j=0

Bj+1et−j .

Applying Lemma 10.3 yields

UtM
⋆
t =

∞∑
j=0

Bj+1z
j = Fmat.

□
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10.2. General causal matrix linear predictors.

Definition 10.5 (Causal matrix predictor kernel). Let (Rj)j≥1 be a sequence of matrices in
Cq×q such that

∞∑
j=1

∥Rj∥ < ∞

for some fixed matrix norm. Its predictor symbol is

R(z) :=
∞∑
j=1

Rjz
j−1, z ∈ D.

The associated causal matrix linear predictor is

X̂
(R)
t+1 :=

∞∑
j=1

RjXt+1−j .

Absolute summability implies convergence in L2(Ω;Cq) because supt E∥Xt∥2 < ∞.

Proposition 10.6 (Innovation-space image of a matrix linear predictor). Let R be a causal
matrix predictor symbol with absolutely summable coefficients. Then

UtX̂
(R)
t+1 = RH̃ in Hq×q

2 .

Proof. Using the Wold representation,

Xt+1−j =

∞∑
k=0

Bket+1−j−k.

Therefore,

X̂
(R)
t+1 =

∞∑
j=1

Rj

∞∑
k=0

Bket+1−j−k.

Since (Rj) is absolutely summable and (Bk) is square summable, the series converges in L2 and
may be grouped by powers of z:

X̂
(R)
t+1 =

∞∑
m=0

m+1∑
j=1

RjBm+1−j

 et−m.

The coefficient of et−m is exactly the coefficient of zm in the product

R(z)H̃(z) =

 ∞∑
j=1

Rjz
j−1

( ∞∑
k=0

Bkz
k

)
.

Applying Ut proves the claim. □

Theorem 10.7 (Exact matrix Hardy-space formula for linear prediction defect). Let R be a
causal matrix predictor symbol with absolutely summable coefficients. Define its excess risk over
the full-past benchmark by

Emat
lin (R) := E∥Xt+1 − X̂

(R)
t+1∥

2 − tr(Σ).

Then

Emat
lin (R) = E∥M⋆

t − X̂
(R)
t+1∥

2 = ∥Fmat −RH̃∥2
Hq×q

2

.
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Equivalently,

Emat
lin (R) =

1

2π

∫ π

−π
tr
((

Fmat(e
iθ)−R(eiθ)H̃(eiθ)

)(
Fmat(e

iθ)−R(eiθ)H̃(eiθ)
)∗)

dθ.

Proof. Since X̂
(R)
t+1 is measurable with respect to the full past, the orthogonal decomposition

Xt+1 − X̂
(R)
t+1 = (Xt+1 −M⋆

t ) + (M⋆
t − X̂

(R)
t+1)

implies

E∥Xt+1 − X̂
(R)
t+1∥

2 = E∥Xt+1 −M⋆
t ∥2 + E∥M⋆

t − X̂
(R)
t+1∥

2.

By Theorem 9.3,

E∥Xt+1 −M⋆
t ∥2 = tr(Σ),

so

Emat
lin (R) = E∥M⋆

t − X̂
(R)
t+1∥

2.

Now apply the unitary map Ut. By Proposition 10.4 and Proposition 10.6,

Ut(M
⋆
t − X̂

(R)
t+1) = Fmat −RH̃.

Lemma 10.3 gives

E∥M⋆
t − X̂

(R)
t+1∥

2 = ∥Fmat −RH̃∥2
Hq×q

2

,

and the integral formula is the definition of the Hq×q
2 norm. □

Remark 10.8. Theorem 10.7 is the multivariate analogue of Theorem 7.6. In innovation co-
ordinates, the entire problem of causal matrix linear prediction is an analytic approximation
problem in Hq×q

2 .

Lemma 10.9 (Imported inverse factorization baseline). Under Assumption 9.2, the normalized
outer factor H in Theorem 9.3 satisfies

H−1 ∈ Hq×q
2 .

Remark 10.10. Lemma 10.9 is classical matrix Hardy-space theory under inverse-integrability;
it is imported here only to justify the autoregressive-side symbol below.

Proposition 10.11 (Matrix weighted approximation formula under inverse factorization). As-
sume Assumption 9.2, and let

A(z) := H(z)−1 =

∞∑
k=0

Akz
k, A0 = Iq,

and

Pmat(z) :=
Iq −A(z)

z
= −

∞∑
j=1

Ajz
j−1.

Then

Fmat = Pmat H̃.

Consequently, for every causal matrix predictor symbol R,

Emat
lin (R) = ∥(R− Pmat)H̃∥2

Hq×q
2

=
1

2π

∫ π

−π
tr
(
(R− Pmat)W (R− Pmat)

∗
)
dθ.
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Proof. Since A(z)H(z) = Iq,

Pmat(z)H̃(z) =
Iq −A(z)

z
H(z)Σ1/2 =

H(z)− Iq
z

Σ1/2 = Fmat(z).

Substituting this into Theorem 10.7 yields

Emat
lin (R) = ∥(R− Pmat)H̃∥2

Hq×q
2

.

Since

W = H̃ H̃∗,

the integral formula follows from the matrix Hardy-space norm identity. □

10.3. Stable multivariable finite-state predictors.

Definition 10.12 (Stable r-state MIMO predictor). A stable r-state MIMO predictor is a triple
(A,B,C) with

A ∈ Cr×r, B ∈ Cr×q, C ∈ Cq×r, ρ(A) < 1.

Its stationary causal state is

st :=
∞∑
j=0

AjBXt−j ,

and its one-step predictor is

X̂A,B,C
t+1 := Cst.

Equivalently,

st = Ast−1 +BXt, X̂A,B,C
t+1 = Cst.

Proposition 10.13 (Transfer symbol of a stable MIMO predictor). Let (A,B,C) be a stable
r-state MIMO predictor. Then

X̂A,B,C
t+1 =

∞∑
j=1

RjXt+1−j , Rj := CAj−1B,

with absolutely summable matrix coefficients. The corresponding transfer symbol is the strictly
proper stable rational matrix

RA,B,C(z) :=
∞∑
j=1

Rjz
j−1 = C(Ir − zA)−1B.

Proof. The proof is the same as in Proposition 7.10. From the definition of st,

X̂A,B,C
t+1 =

∞∑
j=0

CAjBXt−j =

∞∑
m=1

CAm−1BXt+1−m.

Thus Rm = CAm−1B. Since ρ(A) < 1, the coefficients decay geometrically and are absolutely
summable. Summing the geometric series gives

RA,B,C(z) = C(Ir − zA)−1B.

□

Definition 10.14 (Best r-state MIMO defect). LetRMIMO
r denote the set of all transfer symbols

of the form RA,B,C arising from stable r-state MIMO predictors. Define

EMIMO
r := inf

R∈RMIMO
r

Emat
lin (R).
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Corollary 10.15 (Best multivariable finite-state defect as matrix-weighted rational approxima-
tion). Under Assumption 9.1,

EMIMO
r = inf

R∈RMIMO
r

∥Fmat −RH̃∥2
Hq×q

2

.

Under Assumption 9.2,

EMIMO
r = inf

R∈RMIMO
r

1

2π

∫ π

−π
tr
(
(R− Pmat)W (R− Pmat)

∗
)
dθ.

Proof. Combine Proposition 10.13, Theorem 10.7, and Proposition 10.11. □

Remark 10.16. Corollary 10.15 is the exact multivariable state-compression reduction. The
best stable r-state hidden representation is exactly a matrix-weighted rational approximation
problem for the canonical predictor symbol.

10.4. Block shift-register realizations and immediate multivariate state laws.

Proposition 10.17 (Block shift-register realization of the finite-context predictor). For every
L ≥ 1, there exists a stable Lq-state MIMO predictor whose one-step output equals the finite-

context predictor M
(L)
t . Consequently,

EMIMO
Lq ≤ Ectx(L).

More generally, for every r ≥ q,

EMIMO
r ≤ Ectx

(
⌊r/q⌋

)
.

Proof. Define the block shift-register state

st := (X⊤
t , . . . , X⊤

t−L+1)
⊤ ∈ CLq.

Then

st = Ablkst−1 +BblkXt,

where Ablk is the nilpotent block shift matrix and Bblk injects Xt into the first block. By
Proposition 9.6,

M
(L)
t =

L∑
j=1

ΦL,jXt+1−j = CLst,

with

CL = [ΦL,1 · · · ΦL,L].

Thus M
(L)
t is realized by a stable Lq-state MIMO predictor, and its excess risk is exactly Ectx(L)

by Proposition 9.7. Hence

EMIMO
Lq ≤ Ectx(L).

For a general r ≥ q, let L = ⌊r/q⌋. Pad the above Lq-state realization by r − Lq unused
stable coordinates. This yields an r-state realization with the same output, so

EMIMO
r ≤ Ectx(L).

□

Corollary 10.18 (Multivariate state-dimension laws inherited from context laws). Every upper
bound proved earlier for Ectx(L) yields an immediate upper bound for EMIMO

r after substituting
L = ⌊r/q⌋. In particular:
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(i) if there exist constants C > 0 and ρ ∈ (0, 1) such that

∥αn∥F ≤ Cρn (n ≥ 1),

then

EMIMO
r ≤ C1ρ

2⌊r/q⌋;

(ii) under the multivariate FARIMA assumptions of Corollary 9.26,

EMIMO
r ≤ d2

⌊r/q⌋
tr(V∞) +O(r−2) (r → ∞),

where d ∈ (−1
2 ,

1
2) \ {0} is the common fractional differencing order.

Proof. Combine Proposition 10.17 with Theorem 9.21 and Corollary 9.26. □

10.5. Exact realizations from finitely many stable matrix poles.

Theorem 10.19 (Exact realization from finitely many stable matrix poles). Assume Assump-
tion 9.2. Suppose that the canonical predictor symbol has the form

Pmat(z) =

m∑
ℓ=1

Mℓ

1− λℓz
, Mℓ ∈ Cq×q, |λℓ| < 1.

Then there exists a stable mq-state MIMO predictor whose transfer symbol is exactly Pmat.
Consequently,

EMIMO
mq = 0.

Proof. Set

A := diag(λ1Iq, . . . , λmIq) ∈ Cmq×mq, B :=

Iq
...
Iq

 ∈ Cmq×q,

and

C := [M1 · · · Mm] ∈ Cq×mq.

Then ρ(A) = maxℓ |λℓ| < 1, so (A,B,C) is stable. Moreover,

C(I − zA)−1B =

m∑
ℓ=1

Mℓ(Iq − λℓzIq)
−1 =

m∑
ℓ=1

Mℓ

1− λℓz
= Pmat(z).

Thus Pmat ∈ RMIMO
mq . By Corollary 10.15,

EMIMO
mq ≤ Emat

lin (Pmat) = 0.

Since defects are nonnegative, equality follows. □

Remark 10.20. Theorem 10.19 is the multivariable analogue of the scalar finite-pole realization
theorem from Section 8. It gives a hard state-dimension cutoff whenever the predictor symbol
has finite McMillan structure.
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10.6. Balanced truncation, Hankel singular values, and compressibility laws. The
exact weighted-approximation formula above opens the door to imported model-reduction the-
orems.

Theorem 10.21 (Imported balanced-truncation / Hankel baseline). Let Pmat be a strictly
proper, stable rational q × q transfer matrix of McMillan degree N , and let

s1 ≥ s2 ≥ · · · ≥ sN > 0

be its Hankel singular values. Then for each 0 ≤ r < N , classical model-reduction theory provides
a stable rational q × q transfer matrix Rr of degree at most r such that

∥Pmat −Rr∥H∞ ≤ 2
N∑

k=r+1

sk.

Moreover, optimal Hankel-norm approximation achieves error sr+1.[14, 15]

Remark 10.22. Theorem 10.21 is imported from classical control/model-reduction theory. It
is the exact point at which balanced realizations and Hankel singular values enter prediction
geometry.

Corollary 10.23 (Hankel-singular-value state-dimension law). Assume Assumption 9.2, as-
sume in addition that

∥W∥L∞
op

:= ess sup
θ

∥W (eiθ)∥op < ∞,

and suppose that Pmat is strictly proper, stable, and rational with Hankel singular values (sk)
N
k=1.

Then for every 0 ≤ r < N ,

EMIMO
r ≤ 4q ∥W∥L∞

op

(
N∑

k=r+1

sk

)2

.

Proof. Let Rr be the degree-r approximant from Theorem 10.21. By Corollary 10.15,

EMIMO
r ≤ 1

2π

∫ π

−π
tr
(
(Rr − Pmat)W (Rr − Pmat)

∗
)
dθ.

Using the operator norm bound on W ,

tr
(
(Rr − Pmat)W (Rr − Pmat)

∗
)
≤ ∥W∥L∞

op
∥Rr − Pmat∥2F .

Therefore

EMIMO
r ≤ ∥W∥L∞

op
∥Rr − Pmat∥2Hq×q

2

.

Since normalized arc measure on T has total mass 1,

∥Rr − Pmat∥2Hq×q
2

≤ ∥Rr − Pmat∥2L∞
F

≤ q ∥Rr − Pmat∥2H∞ .

Applying Theorem 10.21 gives

EMIMO
r ≤ q ∥W∥L∞

op

(
2

N∑
k=r+1

sk

)2

,

which is the stated bound. □

Corollary 10.24 (Compressibility laws from Hankel singular value tails). Under the assump-
tions of Corollary 10.23:
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(i) if sk ≤ Cρk for some C > 0 and ρ ∈ (0, 1), then

EMIMO
r ≤ C1ρ

2r;

(ii) if sk ≤ Ck−p for some C > 0 and p > 1, then

EMIMO
r ≤ C2r

2−2p.

Proof. If sk ≤ Cρk, then
∞∑

k=r+1

sk ≤ C

1− ρ
ρr+1,

and Corollary 10.23 yields an O(ρ2r) bound. If sk ≤ Ck−p with p > 1, then

∞∑
k=r+1

sk ≤ C
∞∑

k=r+1

k−p ≤ C

p− 1
r1−p,

and squaring gives an O(r2−2p) law. □

10.7. Interpretation. Section 10 adds a sixth exact backbone to the draft:

EMIMO
r = inf

R∈RMIMO
r

1

2π

∫ π

−π
tr
(
(R− Pmat)W (R− Pmat)

∗
)
dθ .

This is the matrix-valued hidden-state analogue of the scalar weighted rational approximation
formula. It shows that multivariate hidden-state compression is governed simultaneously by:

(i) the matrix spectral geometry encoded by W and the phase/IPF machinery;
(ii) the matrix predictor symbol Pmat;
(iii) stable multivariable rational approximation;
(iv) classical compressibility quantities such as Hankel singular values.

In particular, the framework now contains both a lag-window route to state-dimension laws
(through block shift registers and context defects) and a system-theoretic route (through bal-
anced truncation and Hankel-singular-value tails). The two routes need not coincide, and their
comparison is itself a promising new problem.

11. Finite Hankel Lower Bounds, Optimality Gaps, and Exact Thresholds

The multivariate state-compression section above gives a rich family of upper bounds. We now
complement those estimates with rigorous lower bounds. The key point is that every stable r-
state MIMO predictor induces a finite-section block Hankel matrix of rank at most r. Combined
with the exact weighted approximation formula from Section 10, this yields computable lower
bounds for EMIMO

r in terms of singular values of finite Hankel sections of the canonical predictor
symbol.

11.1. A mild ellipticity regime. For lower bounds it is convenient to strengthen Assump-
tion 9.2 slightly.

Assumption 11.1 (Uniform spectral ellipticity). Assume Assumption 9.2 and, in addition, that
there exists a constant mW > 0 such that

W (eiθ) ⪰ mW Iq for a.e. θ ∈ [−π, π].

Equivalently,

mW := ess inf
θ

λmin(W (eiθ)) > 0.
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Under Assumption 11.1, the weighted matrix defect dominates the unweighted Hardy-space
error:

1

2π

∫ π

−π
tr
(
(R− Pmat)W (R− Pmat)

∗
)
dθ ≥ mW ∥R− Pmat∥2Hq×q

2

.

11.2. Finite block Hankel sections. Write the canonical matrix predictor symbol as

Pmat(z) =

∞∑
j=1

Pjz
j−1, Pj ∈ Cq×q.

For K ≥ 1, define the Kth block Hankel section

ΓK(Pmat) :=
[
Pi+j−1

]K
i,j=1

∈ CKq×Kq.

Thus the (i, j) block of ΓK(Pmat) is Pi+j−1.

Lemma 11.2 (Finite Hankel rank bound for stable realizations). Let

R(z) = C(I − zA)−1B =
∞∑
j=1

Rjz
j−1

be the transfer symbol of a stable r-state MIMO predictor. Then for every K ≥ 1,

rankΓK(R) ≤ r.

Proof. Since

Rj = CAj−1B (j ≥ 1),

the (i, j) block of ΓK(R) is

Ri+j−1 = CAi+j−2B.

Define the block observability and controllability matrices

OK(A,C) :=


C
CA
...

CAK−1

 ∈ CKq×r, CK(A,B) :=
(
B AB · · · AK−1B

)
∈ Cr×Kq.

Then

ΓK(R) = OK(A,C) CK(A,B).

Hence

rankΓK(R) ≤ min{rankOK(A,C), rank CK(A,B)} ≤ r.

□

Lemma 11.3 (Hankel-section norm is controlled by Hardy error). Let

E(z) =

∞∑
j=1

Ejz
j−1 ∈ Hq×q

2 .

Then for every K ≥ 1,

∥ΓK(E)∥2F ≤ K ∥E∥2
Hq×q

2

.

Equivalently,

∥E∥2
Hq×q

2

≥ 1

K
∥ΓK(E)∥2F .
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Proof. By definition,

∥ΓK(E)∥2F =
K∑
i=1

K∑
j=1

∥Ei+j−1∥2F .

For each m ∈ {1, . . . , 2K − 1}, let

νm := #{(i, j) ∈ {1, . . . ,K}2 : i+ j − 1 = m}.

Then 1 ≤ νm ≤ K and

∥ΓK(E)∥2F =

2K−1∑
m=1

νm ∥Em∥2F ≤ K

2K−1∑
m=1

∥Em∥2F ≤ K

∞∑
m=1

∥Em∥2F = K ∥E∥2
Hq×q

2

.

This is the claim. □

11.3. Finite-Hankel lower bounds for state defect. The next theorem is the main lower-
bound mechanism.

Theorem 11.4 (Finite-Hankel lower bound for multivariate state defect). Assume Assump-
tion 11.1. Let K ≥ 1, and let

σ1
(
ΓK(Pmat)

)
≥ σ2

(
ΓK(Pmat)

)
≥ · · · ≥ 0

be the singular values of the Kq ×Kq block Hankel matrix ΓK(Pmat). Then for every r ≥ 0,

EMIMO
r ≥ mW

K

Kq∑
j=r+1

σj
(
ΓK(Pmat)

)2
.

Proof. Fix any R ∈ RMIMO
r , and write

E := Pmat −R.

By Corollary 10.15 and Assumption 11.1,

Emat
lin (R) =

1

2π

∫ π

−π
tr
(
EWE∗

)
dθ ≥ mW ∥E∥2

Hq×q
2

.

By Lemma 11.3,

Emat
lin (R) ≥ mW

K
∥ΓK(E)∥2F .

Now

ΓK(E) = ΓK(Pmat)− ΓK(R),

and Lemma 11.2 gives

rankΓK(R) ≤ r.

Therefore, by the Eckart–Young theorem for best rank-r approximation in Frobenius norm,

∥ΓK(E)∥2F ≥
Kq∑

j=r+1

σj
(
ΓK(Pmat)

)2
.

Combining the last three displays yields

Emat
lin (R) ≥ mW

K

Kq∑
j=r+1

σj
(
ΓK(Pmat)

)2
.

Since this bound is uniform over all R ∈ RMIMO
r , taking the infimum proves the theorem. □
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Corollary 11.5 (Positive-defect criterion from finite Hankel rank). Assume Assumption 11.1.
If for some K ≥ 1 one has

rankΓK(Pmat) > r,

then

EMIMO
r > 0.

More quantitatively,

EMIMO
r ≥ mW

K
σr+1

(
ΓK(Pmat)

)2
.

Proof. If rankΓK(Pmat) > r, then

σr+1

(
ΓK(Pmat)

)
> 0.

Apply Theorem 11.4. □

11.4. Exact zero-defect thresholds. The preceding corollary shows that finite Hankel rank
creates an unavoidable lower bound. On the other hand, Section 10 already contains exact
realizability results. Together they imply a sharp threshold theorem on every class for which
the finite Hankel rank equals the minimal realization dimension.

Definition 11.6 (Finite Hankel complexity). Define the finite Hankel complexity of the canon-
ical predictor symbol by

h(Pmat) := sup
K≥1

rankΓK(Pmat) ∈ N ∪ {∞}.

Proposition 11.7 (Zero defect forces finite Hankel sections of rank at most r). Assume As-
sumption 11.1. If EMIMO

r = 0, then for every K ≥ 1,

rankΓK(Pmat) ≤ r.

In particular,

h(Pmat) ≤ r.

Proof. If EMIMO
r = 0, then Theorem 11.4 implies

Kq∑
j=r+1

σj
(
ΓK(Pmat)

)2
= 0

for every K ≥ 1. Hence all singular values beyond the rth vanish, so

rankΓK(Pmat) ≤ r.

The last assertion is immediate. □

The converse requires a realization theorem. Rather than proving the full Kronecker theorem
here, we record the needed part as a standard imported baseline from realization theory.

Theorem 11.8 (Imported rational-realization baseline). Let Pmat be a strictly proper stable
rational q × q transfer matrix. Then its McMillan degree equals the rank of its infinite block
Hankel operator, equivalently

degMcM(Pmat) = h(Pmat),

and there exists a stable realization of dimension degMcM(Pmat). This is a standard consequence
of classical realization theory / Kronecker’s theorem.[14, 15]
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Theorem 11.9 (Exact zero-defect threshold for rational predictor symbols). Assume Assump-
tion 11.1, and suppose that Pmat is strictly proper, stable, and rational of McMillan degree N .
Then

EMIMO
r = 0 ⇐⇒ r ≥ N.

Equivalently,

EMIMO
r > 0 for every r < N, EMIMO

N = 0.

Proof. If r ≥ N , Theorem 11.8 provides a stable realization of Pmat with N states. Hence
Pmat ∈ RMIMO

r , and Corollary 10.15 gives EMIMO
r = 0.

Conversely, if r < N , then by Theorem 11.8

h(Pmat) = N > r.

Therefore there exists K such that

rankΓK(Pmat) > r.

Corollary 11.5 now implies EMIMO
r > 0. □

11.5. A two-sided optimality-gap sandwich. The upper bounds from Section 10 and the
finite-Hankel lower bounds above combine into a clean sandwich estimate.

Corollary 11.10 (Finite-Hankel / balanced-truncation sandwich). Assume Assumption 11.1,
and suppose that Pmat is strictly proper, stable, and rational. Then for every r ≥ 0 and every
K ≥ 1,

mW

K

Kq∑
j=r+1

σj
(
ΓK(Pmat)

)2 ≤ EMIMO
r ≤ 4q ∥W∥L∞

op

(
N∑

k=r+1

sk

)2

,

where N = degMcM(Pmat) and s1 ≥ · · · ≥ sN > 0 are the Hankel singular values of Pmat.

Proof. The lower bound is Theorem 11.4. The upper bound is Corollary 10.23. □

Remark 11.11. Corollary 11.10 is the first genuine optimality-gap statement in the draft. The
left-hand side is a finite-section obstruction coming from the first 2K − 1 Markov parameters of
the canonical predictor symbol; the right-hand side is a system-theoretic compressibility bound
coming from balanced truncation. Matching these two sides sharply, even on concrete model
classes, is already a substantial open problem.

11.6. Interpretation. Section 11 adds an eighth backbone to the draft:

EMIMO
r ≥ mW

K

Kq∑
j=r+1

σj
(
ΓK(Pmat)

)2
(K ≥ 1) .

This says that state compression is obstructed not only by phase/PACF tails and Hankel singular
values, but already by the low-rank approximability of finite block Hankel sections built from
the earliest predictor coefficients. In particular:

(i) finite-context upper bounds alone do not tell the whole story;
(ii) balanced-truncation upper bounds alone do not tell the whole story;
(iii) the finite-Hankel lower bounds provide a concrete bridge between predictor coefficients,

realization complexity, and unavoidable state defect.
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12. Matched Two-Sided Laws on Solvable Structured Classes

The lower bounds from Section 11 show that unrestricted multivariable state compression
has genuine obstructions, but they do not by themselves give asymptotically sharp formulas
on concrete model classes. In this section we isolate two structured regimes in which upper
and lower mechanisms can be matched completely or up to exact rate. The first is the block
shift-register class, where state compression is identical to finite-context prediction. The second
is a diagonal multichannel memory-allocation class, where one can solve the optimal allocation
problem exactly to first order.

12.1. Exact state laws for block shift-register classes. Let (xt)t∈Z be a centered q-variate
stationary Gaussian process. For L ≥ 1 define the block shift-register state

s
(L)
t :=

[
x⊤t x⊤t−1 · · · x⊤t−L+1

]⊤ ∈ RqL.

Consider the structured predictor class

Sshift
qL := {x̂t+1 = Bs

(L)
t : B ∈ Rq×qL}.

Define the best defect within this class by

Eshift
qL := inf

B∈Rq×qL
E∥xt+1 −Bs

(L)
t ∥2 − E∥xt+1 −m⋆

t ∥2.

Theorem 12.1 (Exact shift-register state law). For every L ≥ 1,

Eshift
qL = Ectx(L).

If, in addition, the process is purely nondeterministic so that the matrix PACF representation
from Section 9 applies, then

Eshift
qL = tr∆ctx(L) =

∞∑
n=L+1

tr
(
V

1/2
n−1αnα

∗
nV

1/2
n−1

)
.

Proof. The state s
(L)
t is simply a linear re-encoding of the finite block (xt, . . . , xt−L+1), so the lin-

ear space generated by its coordinates is exactly the finite-past block prediction space. Therefore
the minimum over B is attained by the orthogonal projection of xt+1 onto that space, namely

by the finite-past linear predictor M
(L)
t . By Proposition 9.7, the resulting excess risk is exactly

tr∆ctx(L) = Ectx(L).
The second identity is Theorem 9.21. □

Corollary 12.2 (Exact structured state laws inherited from context laws). Suppose that for
some positive function Φ one has

Ectx(L) ≍ Φ(L).

Then along multiples of q,
Eshift
r ≍ Φ(r/q), r ∈ qN,

where Eshift
r := Eshift

r (x) denotes the optimal defect in the block shift-register class of dimension
r.

Proof. Apply Theorem 12.1 with r = qL. □

Corollary 12.3 (Exact FARIMA shift-register law). Assume the multivariate FARIMA-type
asymptotic from Corollary 9.26:

Ectx(L) =
d2

L
tr(V∞) +O(L−2).
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Then, for r = qL,

Eshift
r =

qd2

r
tr(V∞) +O(r−2).

Proof. Substitute L = r/q into Theorem 12.1. □

12.2. Diagonal multichannel memory allocation. We now consider a second structured
class in which the total memory budget can be distributed unevenly across channels.

Assumption 12.4 (Orthogonal scalar channels). The process is of the form

xt =
(
x
(1)
t , . . . , x

(q)
t

)⊤
,

where each (x
(i)
t )t∈Z is a centered scalar stationary Gaussian process, and different channels are

pairwise orthogonal in L2:

E[x(i)s x
(j)
t ] = 0 for all s, t ∈ Z and i ̸= j.

Under Assumption 12.4, the full-past predictor splits coordinatewise:

m⋆
t =

(
m

⋆,(1)
t , . . . ,m

⋆,(q)
t

)⊤
, m

⋆,(i)
t := E[x(i)t+1 | F

(i)
t ],

where F (i)
t := σ(x

(i)
s : s ≤ t). For each channel define the scalar context defect

Ei(L) := E
[
|x(i)t+1 − E[x(i)t+1 | x

(i)
t , . . . , x

(i)
t−L+1]|

2
]
− E

[
|x(i)t+1 −m

⋆,(i)
t |2

]
.

For an integer allocation vector

L = (L1, . . . , Lq) ∈ Nq,

consider the diagonal shift-register state

st(L) :=
(
x
(1)
t , . . . , x

(1)
t−L1+1; . . . ;x

(q)
t , . . . , x

(q)
t−Lq+1

)⊤ ∈ RL1+···+Lq

and the corresponding diagonal predictor class

Sdiag
L :=

{
x̂
(i)
t+1 = b⊤i s

(i)
t (Li), i = 1, . . . , q

}
,

where s
(i)
t (Li) is the length-Li scalar lag vector of channel i.

Proposition 12.5 (Exact defect decomposition under orthogonal channels). Under Assump-

tion 12.4, the optimal defect in the class Sdiag
L is exactly

D(L) := inf
x̂∈Sdiag

L

E∥xt+1 − x̂t+1∥2 − E∥xt+1 −m⋆
t ∥2 =

q∑
i=1

Ei(Li).

Proof. By orthogonality of the channels,

E∥xt+1 − x̂t+1∥2 =
q∑

i=1

E
∣∣x(i)t+1 − x̂

(i)
t+1

∣∣2,
and similarly

E∥xt+1 −m⋆
t ∥2 =

q∑
i=1

E
∣∣x(i)t+1 −m

⋆,(i)
t

∣∣2.
Moreover, the predictor constraints are coordinatewise and independent across channels. There-
fore the optimization splits into q scalar problems, and the optimal defect is the sum of the
scalar channel defects. □



54 STATE-DIMENSION LAWS FOR PREDICTION

Define the optimal diagonal structured state defect at total memory budget r by

Ddiag
r := min

{
D(L) : L ∈ Nq,

q∑
i=1

Li = r
}
.

12.3. Power-law channels: exact first-order asymptotics.

Theorem 12.6 (Power-law memory allocation theorem). Assume Assumption 12.4. Suppose
that for some β > 0 and constants ci > 0,

Ei(L) = ciL
−β +O(L−β−1) (L → ∞), i = 1, . . . , q.

Let

Sβ :=

q∑
i=1

c
1/(β+1)
i .

Then

Ddiag
r = Sβ+1

β r−β +O(r−β−1).

Moreover:

(i) there exists an asymptotically optimal integer allocation L♯(r) such that

L♯
i(r) =

c
1/(β+1)
i

Sβ
r +O(1), i = 1, . . . , q;

(ii) if L⋆(r) is any sequence of asymptotically optimal allocations, then

L⋆
i (r) =

c
1/(β+1)
i

Sβ
r + o(r), i = 1, . . . , q.

Proof. Let

f(x1, . . . , xq) :=

q∑
i=1

cix
−β
i (xi > 0).

The continuous constrained minimization problem

min{f(x) : xi > 0,
∑
i

xi = r}

has a unique minimizer because each map x 7→ cix
−β is strictly convex. The Lagrange equations

are

−βcix
−β−1
i + λ = 0,

so the minimizer is

xconti (r) =
c
1/(β+1)
i

Sβ
r, Sβ =

q∑
j=1

c
1/(β+1)
j .

Substituting back gives the continuous minimum

min f = Sβ+1
β r−β.

Choose an integer allocation L♯(r) with

L♯
i(r) = xconti (r) +O(1) and

q∑
i=1

L♯
i(r) = r.
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Such an allocation is obtained by rounding the continuous optimizer and adjusting finitely many
coordinates by at most 1. Since each xconti (r) ≍ r, Taylor expansion gives

f(L♯(r)) = f(xcont(r)) +O(r−β−1) = Sβ+1
β r−β +O(r−β−1).

Using the assumed asymptotic for each channel,

D(L♯(r)) = f(L♯(r)) +O(r−β−1) = Sβ+1
β r−β +O(r−β−1),

so
Ddiag

r ≤ Sβ+1
β r−β +O(r−β−1).

This already proves part (i).
For the matching lower bound, fix for each i constants 0 < c−i < ci < c+i and an integer L0

such that
c−i L

−β ≤ Ei(L) ≤ c+i L
−β (L ≥ L0).

Let L⋆(r) be any minimizing allocation. Since the upper bound above shows

Ddiag
r = O(r−β) → 0,

each coordinate of L⋆(r) must tend to infinity; hence for all large r, every L⋆
i (r) ≥ L0. For such

r,

c−i
(
L⋆
i (r)

)−β ≤ Ei(L⋆
i (r)) ≤ D(L⋆(r)) = Ddiag

r ≤ C0r
−β

for some constant C0 > 0. Therefore

L⋆
i (r) ≥

(
c−i
C0

)1/β

r,

so every minimizing allocation satisfies

L⋆
i (r) ≍ r (i = 1, . . . , q)

uniformly in r. Consequently the channelwise remainder estimate is uniform on minimizing
allocations, and

D(L⋆(r)) = f(L⋆(r)) +O(r−β−1).

Since f(L⋆(r)) ≥ min f = Sβ+1
β r−β, we obtain

Ddiag
r ≥ Sβ+1

β r−β +O(r−β−1).

Together with the upper bound, this proves the stated asymptotic formula.
Finally, let L⋆(r) be any asymptotically optimal sequence. Set

ui(r) :=
L⋆
i (r)

r
.

The lower bound above shows that each ui(r) stays away from 0 for large r, so after passing to
a subsequence we may assume u(r) → u in the simplex. Dividing the identity

D(L⋆(r)) = f(L⋆(r)) +O(r−β−1)

by r−β gives

rβD(L⋆(r)) =

q∑
i=1

ciui(r)
−β + o(1).

Asymptotic optimality implies that the left-hand side converges to Sβ+1
β , so the limit point u

minimizes
q∑

i=1

ciu
−β
i
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over the simplex. By strict convexity, the minimizer is unique and equals

ui =
c
1/(β+1)
i

Sβ
.

Hence every convergent subsequence has the same limit, so in fact

ui(r) →
c
1/(β+1)
i

Sβ
,

which proves part (ii). □

Corollary 12.7 (Diagonal multichannel FARIMA law). Under Assumption 12.4, suppose chan-
nel i satisfies the scalar FARIMA context law

Ei(L) = ciL
−1 +O(L−2).

Then

Ddiag
r =

(∑q
i=1

√
ci
)2

r
+O(r−2),

and an asymptotically optimal allocation is

L⋆
i (r) =

√
ci∑q

j=1
√
cj

r +O(1).

In particular, if ci = d2i v∞,i, then

Ddiag
r =

(∑q
i=1 |di|

√
v∞,i

)2
r

+O(r−2).

Proof. Apply Theorem 12.6 with β = 1. □

12.4. Exponentially decaying channels: a harmonic-bottleneck law.

Theorem 12.8 (Exponential memory allocation theorem). Assume Assumption 12.4. Suppose
there exist constants ai > 0 and 0 < ci ≤ Ci < ∞ such that for all sufficiently large L,

cie
−aiL ≤ Ei(L) ≤ Cie

−aiL, i = 1, . . . , q.

Set

Ha :=

q∑
i=1

1

ai
.

Then there exist constants 0 < c⋆ ≤ C⋆ < ∞ such that

c⋆e
−r/Ha ≤ Ddiag

r ≤ C⋆e
−r/Ha (r ≫ 1).

Thus the optimal structured defect decays exponentially at rate e−r/Ha, where the effective bot-
tleneck is the harmonic sum Ha of the channel exponents.

Proof. For the lower bound, let L = (L1, . . . , Lq) be any allocation with
∑

i Li = r. Then

D(L) ≥
q∑

i=1

cie
−aiLi .

By the weighted arithmetic-geometric mean inequality with weights

wi :=
1/ai
Ha

,
∑
i

wi = 1,
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we have
q∑

i=1

cie
−aiLi = Ha

q∑
i=1

wi aicie
−aiLi ≥ Ha

q∏
i=1

(aicie
−aiLi)wi .

Since
q∑

i=1

wiaiLi =
1

Ha

q∑
i=1

Li =
r

Ha
,

this gives

D(L) ≥ Ha

(
q∏

i=1

(aici)
1/ai

)1/Ha

e−r/Ha .

Taking the minimum over all L proves the lower bound with

c⋆ := Ha

(
q∏

i=1

(aici)
1/ai

)1/Ha

.

For the upper bound, choose an allocation with

L♯
i(r) =

⌊
r

Haai

⌋
, i = 1, . . . , q − 1,

and let L♯
q(r) := r −

∑q−1
i=1 L

♯
i(r). Then each L♯

i(r) =
r

Haai
+O(1), so

Ei(L♯
i(r)) ≤ Cie

−aiL
♯
i(r) ≤ C ′

ie
−r/Ha

for suitable constants C ′
i. Summing over i and using Proposition 12.5 gives

Ddiag
r ≤

q∑
i=1

Ei(L♯
i(r)) ≤

(
q∑

i=1

C ′
i

)
e−r/Ha .

This proves the upper bound. □

Remark 12.9 (Interpretation for memory allocation). Theorem 12.6 says that in heterogeneous

long-memory channels, an optimal memory budget should be split in proportion to c
1/(β+1)
i .

Theorem 12.8 says that in heterogeneous short-memory channels, the overall exponential com-
pression rate is controlled by the harmonic sum of the individual rates. These are the first
matched two-sided state-dimension laws in the draft that are simultaneously explicit, nontrivial,
and fully proved.

13. Constant Channel Mixing and Transferred Laws

The solvable classes of Section 12 were formulated in coordinates in which the channels de-
couple. We now show that their quantitative laws survive under any constant invertible mixing
of the observation coordinates. This produces the first rigorous results in the draft for observed
multivariate processes whose coordinates are genuinely coupled.

13.1. Invertible mixing of the observed channels. Let (Yt)t∈Z be a centered q-variate
stationary Gaussian process, and let

S ∈ GLq(R).
Define a new observed process by

Xt := SYt.

Write FY,t and FX,t for the full-past sigma-algebras generated by (Ys)s≤t and (Xs)s≤t, and

similarly F (L)
Y,t and F (L)

X,t for the length-L context sigma-algebras.
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Proposition 13.1 (Predictor transport under invertible mixing). For every t and every L ≥ 1,

FX,t = FY,t, F (L)
X,t = F (L)

Y,t ,

and the corresponding predictors satisfy

M⋆
X,t = SM⋆

Y,t, M
(L)
X,t = SM

(L)
Y,t .

Proof. Because Xs = SYs and Ys = S−1Xs for each s, the families {Xs : s ≤ t} and {Ys : s ≤ t}
generate the same sigma-algebra, and likewise for the finite windows of length L. Therefore

E[Xt+1 | FX,t] = E[SYt+1 | FY,t] = SE[Yt+1 | FY,t] = SM⋆
Y,t.

The finite-context identity is identical:

E[Xt+1 | F (L)
X,t ] = SE[Yt+1 | F (L)

Y,t ] = SM
(L)
Y,t .

□

Let

smin(S) := σmin(S), smax(S) := σmax(S)

be the smallest and largest singular values of S.

Theorem 13.2 (Context-defect quasi-invariance under constant mixing). For every L ≥ 1,

smin(S)
2 EY

ctx(L) ≤ EX
ctx(L) ≤ smax(S)

2 EY
ctx(L),

where EY
ctx(L) and EX

ctx(L) denote the context defects of the processes Y and X, respectively. If
S is orthogonal, then

EX
ctx(L) = EY

ctx(L) for every L ≥ 1.

Proof. By Proposition 13.1,

M⋆
X,t −M

(L)
X,t = S

(
M⋆

Y,t −M
(L)
Y,t

)
.

Hence

EX
ctx(L) = E

∥∥S(M⋆
Y,t −M

(L)
Y,t )

∥∥2.
The singular-value bounds

smin(S)
2∥u∥2 ≤ ∥Su∥2 ≤ smax(S)

2∥u∥2

now give

smin(S)
2 E∥M⋆

Y,t −M
(L)
Y,t ∥

2 ≤ EX
ctx(L) ≤ smax(S)

2 E∥M⋆
Y,t −M

(L)
Y,t ∥

2.

By Proposition 9.7, the outer expectations are exactly EY
ctx(L). If S is orthogonal, then ∥Su∥ =

∥u∥ and equality holds throughout. □

13.2. Full MIMO state-dimension laws under mixing. For a process Z = (Zt), write
EMIMO
r (Z) for the optimal r-state MIMO defect defined in Section 10.

Theorem 13.3 (MIMO state-defect quasi-invariance under constant mixing). For every r ≥ 0,

smin(S)
2 EMIMO

r (Y ) ≤ EMIMO
r (X) ≤ smax(S)

2 EMIMO
r (Y ).

If S is orthogonal, then

EMIMO
r (X) = EMIMO

r (Y ) for every r ≥ 0.
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Proof. Let (A,B,C) be any stable r-state MIMO predictor for Y :

st = Ast−1 +BYt, Ŷt+1 = Cst.

Since Yt = S−1Xt, define the transported predictor for X by

st = Ast−1 +BS−1Xt, X̂t+1 = SCst = SŶt+1.

This is again a stable r-state MIMO predictor. Proposition 13.1 gives

M⋆
X,t − X̂t+1 = S(M⋆

Y,t − Ŷt+1),

so
E∥M⋆

X,t − X̂t+1∥2 ≤ smax(S)
2 E∥M⋆

Y,t − Ŷt+1∥2.
Using the exact defect identity from Section 10 and taking the infimum over all r-state predictors
for Y yields

EMIMO
r (X) ≤ smax(S)

2 EMIMO
r (Y ).

Applying the same argument with S−1 in place of S gives

EMIMO
r (Y ) ≤ ∥S−1∥2op EMIMO

r (X) =
1

smin(S)2
EMIMO
r (X),

which rearranges to the lower bound. If S is orthogonal, then both inequalities become equalities.
□

Corollary 13.4 (Transfer of full-state laws under constant mixing). Any upper or lower state-
dimension law proved for Y transfers to X = SY with the same rate and with constants modified
by at most the factors smin(S)

2 and smax(S)
2. In particular, exact zero-defect thresholds are

invariant under orthogonal mixing.

Proof. Apply Theorem 13.3. □

13.3. Mixed structured classes. Assume now that Y satisfies Assumption 12.4. For an al-
location vector L = (L1, . . . , Lq), define the transported structured predictor class on X = SY
by

Smix
S,L(X) :=

{
X̂t+1 = SŶt+1 : Ŷt+1 ∈ Sdiag

L (Y )
}
.

Let
Dmix

S (L;X) := inf
X̂∈Smix

S,L(X)
E∥Xt+1 − X̂t+1∥2 − E∥Xt+1 −M⋆

X,t∥2.

Finally, define the optimal mixed structured defect at total budget r by

Dmix
r,S (X) := min

{
Dmix

S (L;X) : L ∈ Nq,

q∑
i=1

Li = r
}
.

For clarity, write
D(L;Y ) := D(L), Ddiag

r (Y ) := Ddiag
r ,

for the diagonal structured defects associated with the reference process Y .

Proposition 13.5 (Transport of diagonal structured defects). Assume Assumption 12.4. Then
for every allocation vector L,

smin(S)
2D(L;Y ) ≤ Dmix

S (L;X) ≤ smax(S)
2D(L;Y ),

where D(L;Y ) denotes the diagonal structured defect from Proposition 12.5. Consequently, for
every r ≥ q,

smin(S)
2Ddiag

r (Y ) ≤ Dmix
r,S (X) ≤ smax(S)

2Ddiag
r (Y ).

If S is orthogonal, then equality holds in both displays.
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Proof. Fix L and any predictor Ŷ ∈ Sdiag
L (Y ). Set X̂ := SŶ . By Proposition 13.1,

M⋆
X,t − X̂t+1 = S(M⋆

Y,t − Ŷt+1),

so the same singular-value comparison as in Theorem 13.2 gives

smin(S)
2 E∥M⋆

Y,t − Ŷt+1∥2 ≤ E∥M⋆
X,t − X̂t+1∥2 ≤ smax(S)

2 E∥M⋆
Y,t − Ŷt+1∥2.

Taking the infimum over Ŷ ∈ Sdiag
L (Y ) proves the first display, and minimizing over

∑
i Li = r

proves the second. Orthogonal mixing gives equality. □

Corollary 13.6 (Power-law and exponential laws for mixed observed channels). Assume As-
sumption 12.4, and let Xt = SYt with S ∈ GLq(R).

(i) If the channel defects of Y satisfy the power-law hypothesis of Theorem 12.6, then

Dmix
r,S (X) ≍ r−β.

If S is orthogonal, then the exact first-order asymptotic is preserved:

Dmix
r,S (X) = Sβ+1

β r−β +O(r−β−1).

(ii) If the channel defects of Y satisfy the exponential hypothesis of Theorem 12.8, then

Dmix
r,S (X) ≍ e−r/Ha .

If S is orthogonal, then the optimal mixed structured defect equals the diagonal structured
defect of Y exactly.

Proof. Part (i) follows from Proposition 13.5 together with Theorem 12.6; the orthogonal case
is the equality statement in Proposition 13.5. Part (ii) is identical, using Theorem 12.8 in place
of Theorem 12.6. □

Remark 13.7. Section 13 is the first point in the draft where we can move beyond coordinate-
decoupled observations without giving up rigorous control. The resulting observed spectral
density

WX(eiθ) = SWY (e
iθ)S⊤

typically has nonzero off-diagonal entries at every frequency, yet the context and state exponents
survive unchanged; only the multiplicative constants are distorted, and even those distortions
disappear under orthogonal mixing.

14. Frequency-Dependent Finite-Memory Mixing and Transported Laws

We now move beyond constant channel mixing to genuinely frequency-dependent couplings.
To keep all proofs exact, we restrict to causal finite-memory invertible filters. Let (Yt)t∈Z be a
centered q-variate stationary Gaussian process, and let

Xt =
m∑
k=0

SkYt−k, Yt =
n∑

ℓ=0

TℓXt−ℓ,

where S0, . . . , Sm, T0, . . . , Tn ∈ Rq×q. Thus the two observed processes are linked by mutually
inverse causal finite-memory filters. In particular,

T0S0 = S0T0 = Iq,

so S0 and T0 are invertible and T0 = S−1
0 . If we define the matrix polynomial

S(z) :=

m∑
k=0

Skz
k,
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then the spectral densities satisfy

WX(eiθ) = S(e−iθ)WY (e
iθ)S(e−iθ)∗.

Unless m = 0, this is a genuinely frequency-dependent coupling of the channels.

Write FY,t,FX,t for the full-past sigma-algebras and F (L)
Y,t ,F

(L)
X,t for the corresponding finite-

context sigma-algebras of the processes Y and X.

Lemma 14.1 (Monotonicity under information enlargement). Let Zt+1 be a square-integrable
Rq-valued random vector, let FZ

t := σ(Zs : s ≤ t), and let H1 ⊆ H2 ⊆ FZ
t be sub-sigma-algebras.

Then

E
∥∥E[Zt+1 | H2]− E[Zt+1 | H1]

∥∥2 ≤ E
∥∥Zt+1 − E[Zt+1 | H1]

∥∥2 − E
∥∥Zt+1 − E[Zt+1 | H2]

∥∥2,
and in particular

E
∥∥E[Zt+1 | FZ

t ]− E[Zt+1 | H2]
∥∥2 ≤ E

∥∥E[Zt+1 | FZ
t ]− E[Zt+1 | H1]

∥∥2.
Proof. Apply Proposition 3.1 twice, first with H = H1 and then with H = H2, and subtract the
resulting identities. Since conditional expectation is the orthogonal projection in L2, the second
displayed inequality is just the statement that projection error decreases when the sigma-algebra
is enlarged. □

Proposition 14.2 (Full-past equality and finite-context inclusions). For every t ∈ Z and every
L ≥ 1,

FX,t = FY,t, F (L)
X,t ⊆ F (L+m)

Y,t , F (L)
Y,t ⊆ F (L+n)

X,t .

Proof. Because eachXs is a measurable function of (Ys, . . . , Ys−m), we have FX,t ⊆ FY,t. Because
each Ys is a measurable function of (Xs, . . . , Xs−n), the reverse inclusion also holds, so FX,t =
FY,t.

For the finite-context inclusions, fix L ≥ 1. Each variable Xt−j with 0 ≤ j ≤ L − 1 is
measurable with respect to

σ(Yt−j , Yt−j−1, . . . , Yt−j−m) ⊆ F (L+m)
Y,t ,

because the smallest index appearing is t− (L− 1)−m = t−L−m+1. Hence F (L)
X,t ⊆ F (L+m)

Y,t .
The second inclusion is identical after swapping the roles of X and Y and replacing m by n. □

Proposition 14.3 (Finite-memory predictor transport). Let H ⊆ FY,t = FX,t be a sub-sigma-
algebra.

(i) If Yt, . . . , Yt−m+1 are H-measurable, then

E[Xt+1 | H] = S0E[Yt+1 | H] +

m∑
k=1

SkYt+1−k,

and consequently

M⋆
X,t − E[Xt+1 | H] = S0

(
M⋆

Y,t − E[Yt+1 | H]
)
.

(ii) If Xt, . . . , Xt−n+1 are H-measurable, then

E[Yt+1 | H] = T0E[Xt+1 | H] +

n∑
ℓ=1

TℓXt+1−ℓ,

and consequently

M⋆
Y,t − E[Yt+1 | H] = T0

(
M⋆

X,t − E[Xt+1 | H]
)
.
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Proof. For part (i), write

Xt+1 = S0Yt+1 +

m∑
k=1

SkYt+1−k.

By hypothesis, the lagged terms Yt, . . . , Yt−m+1 are H-measurable, so taking conditional expec-
tation yields

E[Xt+1 | H] = S0E[Yt+1 | H] +
m∑
k=1

SkYt+1−k.

Taking H = FY,t = FX,t gives

M⋆
X,t = S0M

⋆
Y,t +

m∑
k=1

SkYt+1−k,

and subtraction proves the second identity.
Part (ii) is identical after swapping the roles of X and Y and replacing (Sk)

m
k=0 by (Tℓ)

n
ℓ=0. □

Let
smin(S0) := σmin(S0), smax(S0) := σmax(S0)

be the smallest and largest singular values of S0.

Theorem 14.4 (Context-defect comparison under finite-memory dynamic mixing). For every
L ≥ 1,

smin(S0)
2 EY

ctx(L+m) ≤ EX
ctx(L).

If moreover L ≥ m+ n, then

EX
ctx(L) ≤ smax(S0)

2 EY
ctx(L− n).

Therefore the context defects of X and Y have the same asymptotic decay exponent, up to a
finite shift of the context length.

Proof. Fix L ≥ 1. By Proposition 14.2,

F (L)
X,t ⊆ F (L+m)

Y,t ⊆ FY,t = FX,t.

Hence Lemma 14.1 gives

EX
ctx(L) = E∥M⋆

X,t − E[Xt+1 | F (L)
X,t ]∥

2 ≥ E∥M⋆
X,t − E[Xt+1 | F (L+m)

Y,t ]∥2.

Because L + m ≥ m, the sigma-algebra F (L+m)
Y,t contains Yt, . . . , Yt−m+1. Proposition 14.3(i)

therefore yields

M⋆
X,t − E[Xt+1 | F (L+m)

Y,t ] = S0

(
M⋆

Y,t −M
(L+m)
Y,t

)
.

Taking norms and expectations gives

EX
ctx(L) ≥ E

∥∥S0(M
⋆
Y,t −M

(L+m)
Y,t )

∥∥2 ≥ smin(S0)
2 EY

ctx(L+m),

which proves the lower bound.
Now assume L ≥ m+ n. Then L− n ≥ m and Proposition 14.2 gives

F (L−n)
Y,t ⊆ F (L)

X,t .

Lemma 14.1 therefore gives

EX
ctx(L) ≤ E∥M⋆

X,t − E[Xt+1 | F (L−n)
Y,t ]∥2.

Since L− n ≥ m, Proposition 14.3(i) again applies and yields

M⋆
X,t − E[Xt+1 | F (L−n)

Y,t ] = S0

(
M⋆

Y,t −M
(L−n)
Y,t

)
.
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Hence

EX
ctx(L) ≤ E

∥∥S0(M
⋆
Y,t −M

(L−n)
Y,t )

∥∥2 ≤ smax(S0)
2 EY

ctx(L− n),

as claimed. □

Corollary 14.5 (Transfer of polynomial, exponential, and FARIMA context laws). Assume the
hypotheses of Theorem 14.4.

(i) If EY
ctx(L) ≍ L−β for some β > 0, then

EX
ctx(L) ≍ L−β.

More precisely, for all sufficiently large L,

smin(S0)
2c−(L+m)−β ≤ EX

ctx(L) ≤ smax(S0)
2c+(L− n)−β

whenever c−L
−β ≤ EY

ctx(L) ≤ c+L
−β.

(ii) If EY
ctx(L) ≍ e−aL for some a > 0, then

EX
ctx(L) ≍ e−aL.

(iii) If EY
ctx(L) = CL−1 +O(L−2), then

smin(S0)
2CL−1 +O(L−2) ≤ EX

ctx(L) ≤ smax(S0)
2CL−1 +O(L−2).

In particular, if S0 is orthogonal, then

EX
ctx(L) = CL−1 +O(L−2).

Proof. All three claims are immediate from Theorem 14.4, since replacing L by L± c with fixed
c does not change the leading decay exponent, and in part (iii) one has

(L± c)−1 = L−1 +O(L−2).

If S0 is orthogonal, then smin(S0) = smax(S0) = 1, so the lower and upper bounds in part (iii)
have the same leading term. □

14.1. State-dimension transport with finite overhead. We now transport full MIMO state
laws. Set

M := m+ n.

The key point is that the finite-memory inverse filter allows us to recover all lagged variables
needed for the dynamic mixing from a block shift register of length M .

Theorem 14.6 (Finite-overhead transport of MIMO state laws). For every r ≥ 0,

EMIMO
r+qM (X) ≤ smax(S0)

2 EMIMO
r (Y ).

By symmetry,

EMIMO
r+qM (Y ) ≤ smax(T0)

2 EMIMO
r (X) =

1

smin(S0)2
EMIMO
r (X).

Consequently, for every r ≥ qM ,

smin(S0)
2 EMIMO

r+qM (Y ) ≤ EMIMO
r (X) ≤ smax(S0)

2 EMIMO
r−qM (Y ).

Proof. Fix r ≥ 0 and let

st = Ast−1 +BYt, Ŷt+1 = Cst,

be any stable r-state MIMO predictor for Y . We construct a stable (r+ qM)-state predictor for
X.



64 STATE-DIMENSION LAWS FOR PREDICTION

Let

νt :=


Xt

Xt−1
...

Xt−M+1

 ∈ RqM

be the M -block shift-register state driven by X. Thus there exist fixed matrices J ∈ RqM×qM

and K ∈ RqM×q, with J nilpotent, such that

νt = Jνt−1 +KXt.

Because M = m+ n, for each k = 0, 1, . . . ,m the variable

Yt+1−k =
n∑

ℓ=0

TℓXt+1−k−ℓ

is a linear function of νt. Hence there exist matrices Lk ∈ Rq×qM such that

Yt+1−k = Lkνt, k = 0, 1, . . . ,m.

In particular, Yt = L0νt.
Now define the augmented predictor state

ξt :=

[
st
νt

]
∈ Rr+qM .

Since νt = Jνt−1 +KXt, the original Y -predictor recursion becomes

st = Ast−1 +BL0νt = Ast−1 +BL0Jνt−1 +BL0KXt.

Therefore ξt satisfies a linear state recursion

ξt = Ã ξt−1 + B̃ Xt

with

Ã =

[
A BL0J
0 J

]
, B̃ =

[
BL0K
K

]
.

The matrix Ã is stable because it is block upper triangular with diagonal blocks A and the
nilpotent shift-register matrix J . Define the predictor output by

X̂t+1 := S0Cst +
m∑
k=1

SkLkνt.

Since Ŷt+1 = Cst and Lkνt = Yt+1−k for 1 ≤ k ≤ m, we have

X̂t+1 = S0Ŷt+1 +

m∑
k=1

SkYt+1−k.

By Proposition 14.3(i) applied with H = FX,t = FY,t,

M⋆
X,t = S0M

⋆
Y,t +

m∑
k=1

SkYt+1−k.

Subtracting gives

M⋆
X,t − X̂t+1 = S0(M

⋆
Y,t − Ŷt+1).

Therefore

E∥M⋆
X,t − X̂t+1∥2 ≤ smax(S0)

2 E∥M⋆
Y,t − Ŷt+1∥2.
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Taking the infimum over all stable r-state predictors for Y proves

EMIMO
r+qM (X) ≤ smax(S0)

2 EMIMO
r (Y ).

The second displayed inequality follows by swapping the roles of X and Y and replacing (Sk)
by (Tℓ). Since T0 = S−1

0 , one has smax(T0) = 1/smin(S0). Finally, replacing r by r − qM in the
first inequality yields the upper bound in the last display for r ≥ qM , while the lower bound is
just a rearrangement of the symmetric inequality. □

Corollary 14.7 (Transfer of state exponents under finite-memory dynamic mixing). Assume
the hypotheses of Theorem 14.6.

(i) If EMIMO
r (Y ) ≍ r−β for some β > 0, then

EMIMO
r (X) ≍ r−β.

(ii) If EMIMO
r (Y ) ≍ e−ar for some a > 0, then

EMIMO
r (X) ≍ e−ar.

(iii) The same conclusions hold for the exact shift-register class, because

Eshift
qL (X) = EX

ctx(L)

by Theorem 12.1.

Proof. An additive shift of the state dimension does not change either a polynomial decay
exponent or an exponential decay exponent. Hence parts (i) and (ii) follow immediately from
Theorem 14.6. Part (iii) is the exact shift-register law together with Corollary 14.5. □

Remark 14.8. Section 14 is the first point in the draft where nonconstant frequency coupling
is handled rigorously. The price of passing from Y to X is no longer a mere condition-number
distortion, as in Section 13; one must also pay a finite context shift and a finite state-dimension
overhead reflecting the filter memory. But the core exponents—polynomial or exponential—
survive unchanged. This is precisely the kind of robustness one would want in a prediction-
theoretic theory of learned sequence models.

15. Next Technical Targets

The present draft now contains eleven quantitative backbones:

(1) a scalar context-length backbone, in which Ectx(L) is reduced to finite-prediction error
variances and PACF tails;

(2) a scalar phase/PACF backbone, in which phase coefficients, AR tails, and long-memory
asymptotics are converted into explicit context laws;

(3) a scalar linear hidden-state backbone, in which ELTI
d is reduced to stable weighted rational

approximation of the canonical predictor symbol;
(4) a pole-compressibility backbone, in which explicit pole expansions of P imply explicit

scalar state-dimension laws;
(5) a multivariate block-prediction backbone, in which Ectx(L) is identified with the trace of

a positive semidefinite defect covariance VL − V∞;
(6) a multivariate PACF/phase backbone, in which ∆ctx(L) is reduced to a Loewner-order

tail sum of canonical PACF matrices and the phase matrix/IPF machinery is connected
to concrete context laws;

(7) a multivariate hidden-state backbone, in which EMIMO
r is reduced to matrix-weighted ra-

tional approximation and then bounded by either block context laws or Hankel-singular-
value tails;
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(8) a multivariate lower-bound backbone, in which finite block Hankel sections and real-
ization complexity produce unavoidable state-defect lower bounds and exact zero-defect
thresholds;

(9) a structured exact-law backbone, in which block shift registers and diagonal memory
allocation admit matched two-sided formulas;

(10) a constant-mixing backbone, in which context and state laws are shown to be invariant
or quasi-invariant under invertible channel mixing;

(11) a dynamic-mixing backbone, in which frequency-dependent bi-causal finite-state cou-
plings preserve context laws up to finite shifts and state laws up to finite additive over-
heads.

The next mathematically natural steps are:

(1) move beyond the bi-causal transducer classes of Sections 13 and 14 to match lower and
upper bounds for genuinely frequency-coupled multivariate predictor symbols that are
not obtained by finite-state conjugacy from simpler models;

(2) formulate matrix-valued analogues of the scalar pole-tail transfer principles that compare
phase-based, lag-based, and Hankel-based compressibility mechanisms;

(3) sharpen the lower-bound machinery into asymptotically matched two-sided laws on con-
crete multivariate symbol classes;

(4) pass from oracle/model-based linear states to observation-driven learned state-space
models;

(5) formulate and analyze innovation-aware training objectives using prediction defect and
state defect as geometric regularizers.

These are the points at which the present framework should reconnect both to classical multi-
variate prediction theory and to modern state-space architectures in machine learning.
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